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1. Introduction

1.1 Purpose

This document is the final report for the VAIA project under project code 09105-03-V04-00101. It
summarizes the final state of the delivered solution and captures the main technical,
operational, and project outcomes achieved during the project.

The report builds on the earlier milestone documentation, especially the Milestone 1
architecture and design report, but shifts the focus from research, analysis, and target design to
implemented solution capabilities, delivered artifacts, operational setup, and overall project
evaluation.

The document covers the Al-assisted solution areas developed within the project, the final
architecture and design of the solution, DevOps and operational aspects, compliance and
governance considerations, and the open-source outputs and documentation produced as part
of the project.

1.2 Document Overview

This report is organized into a set of chapters that together provide a complete overview of the
final project results.

¥ Chapter 1: Introduction presents the purpose of the report, its organization, target
audience, acronyms and abbreviations, and terminology notes.

¥ Chapter 2: Executive Summary summarizes the project scope, timeline, delivered outputs,
and key results.

¥ Chapter 3: Project Scope, Goals, and Delivered Outcomes connects the planned project
areas with the outcomes delivered by the end of the project.

¥ Chapter 4: Al-Assisted Solution Components describes the main Al-assisted capabilities
developed within the project, including connector code generation, mapping
recommendation, correlation recommendation, delineation, Al tooling, and user-facing Al
workflows.

¥ Chapter 5: Architecture and Design documents the final technical architecture, component
interactions, interfaces, supporting services, and modifications to related open-source
components.

¥ Chapter 6: DevOps and Operational Setup describes the infrastructure, deployment model,
CI/CD pipelines, observability, and operational aspects of the delivered solution.

¥ Chapter 7: Compliance, Security, and Governance covers the applied governance
approach, regulatory considerations, and implemented security and privacy measures.

¥ Chapter 8: Open-Source Outputs and Project Deliverables provides an overview of
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published code, documentation, deployment artifacts, licenses, and upstream contributions.

¥ Chapter 9: Project Evaluation, Lessons Learned, and Future Work concludes the report
with an assessment of project outcomes, limitations, lessons learned, and recommended
follow-up work.

¥ Bibliography lists the sources referenced in the report.

1.3 Target Audience
This final project report is intended for the following audiences:
¥ VAIA stakeholders and funding authorities who need a clear summary of the project

outcomes, delivered solution areas, and published outputs.

¥ Solution architects and technical leads who need an overview of the final architecture,
design decisions, and integration model of the delivered solution.

¥ Developers and integrators working with midPoint and related project outputs, including
Al-assisted configuration and integration capabilities.

¥ DevOps and operations teams  responsible for building, deploying, and operating the
delivered solution and related infrastructure.

¥ Security, privacy, and compliance reviewers evaluating governance, security controls,
and regulatory considerations associated with the project.

¥ Open-source adopters and contributors interested in understanding the outputs of the
project and their relation to the wider midPoint ecosystem.

1.4 Acronyms and Abbreviations

Al

Artificial Intelligence

Al/ML

Artificial Intelligence / Machine Learning

API

Application Programming Interface

Cl

Continuous Integration

Cl/ICD

Continuous Integration / Continuous Delivery
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DR

Disaster Recovery

DevOps

Development and Operations

GDPR

General Data Protection Regulation

IDE

Integrated Development Environment

IGA

Identity Governance and Administration

ISO

International Organization for Standardization

ISO/IEC 42001

Artificial Intelligence Management Systems standard

LLM

Large Language Model

MCM
MidPoint Community Meetup

MLOps

Machine Learning Operations

MQL
MIdPoint Query Language

MVP

Minimum Viable Product

PoC

Proof of Concept

SCIM

System for Cross-domain Identity Management

ul

User Interface
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UXx

User Experience

WP
Work Package

1.5 Changed Terms

This report follows the terminology established in the earlier project documentation where
possible in order to preserve continuity across milestones and final outputs.

Where naming evolved during the project, the final report uses the final agreed terminology
consistently. Earlier terms are referenced only where necessary to maintain traceability to
milestone documentation or previously published materials.
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2. Executive Summary

The VAIA project addressed the challenge of accelerating application onboarding into the
midPoint platform by combining Al-assisted capabilities with supporting architectural,
operational, and open-source deliverables. The project focused on reducing manual effort in
connector development and configuration, improving the usability of integration workflows,
and preparing the resulting solution for practical reuse and further development.

2.1 Project Context

Modern organizations depend on a growing number of applications, services, and identity-
related data sources. As this landscape becomes more complex, onboarding new applications
into an identity governance and administration platform becomes increasingly costly and time-
consuming. This is especially visible in cases where new connectors, schema mappings,
correlation rules, and related configuration logic must be designed and implemented manually.
The public midPilot project description frames this problem in security terms as well: identity-
related weaknesses are involved in a large share of cyberattacks, and slow or incomplete
onboarding of applications into centralized IGA contributes to weak visibility, shadow IT, and a
larger attack surface.

The project was initiated to explore and implement a more efficient onboarding approach
around the midPoint platform. The central idea is to support selected integration tasks with Al-
assisted methods while preserving practical usability, integration quality, human oversight, and
compatibility with the broader open-source midPoint ecosystem. The intended social and
operational impact is therefore not only faster integration work, but also improved security
posture, better identity governance, and reduced barriers for organizations with limited
specialist capacity.

2.2 Summary of the Delivered Solution

The delivered solution consists of several complementary areas.

At the functional level, the project has developed Al-assisted capabilities for connector code
generation, model mapping recommendation, correlation recommendation, and delineation-
related support. These capabilities are designed to assist integrators in selected onboarding
tasks and to reduce manual effort in configuration and implementation workflows.

At the system level, the project has defined and implemented an architecture that connects
these capabilities with the wider midPoint environment and related tooling, including user-
facing workflows, validation services, and supporting internal components.

At the operational level, the project has also covered DevOps and deployment aspects required
to build, run, observe, and maintain the resulting solution in a practical environment.
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At the delivery level, the project has contributed to open-source components in the midPoint
ecosystem and produced documentation, source-code outputs, and related artifacts intended for
reuse, publication, and future continuation.

2.3 Project Milestones and Timeline

The project was structured into three major milestones covering the progression from
architecture and design, through implementation of the end-to-end solution, to final testing,
documentation, and publication of the project outputs.

¥ Milestone 1 focused on research, analysis, experiments, and target architecture and design.

¥ Milestone 2 focused on integrating the main solution components into a working end-to-end
implementation.

¥ Milestone 3 focused on finalizing the delivered solution, documenting its architecture and
operations, evaluating project outcomes, and preparing published outputs and related
artifacts.

2.4 Key Results

The main result of the project is a delivered Al-assisted solution for faster and more structured
application onboarding in the midPoint ecosystem, supported by the final architecture and
design documentation, DevOps and operational guidance, and published project outputs.

The project has also produced practical knowledge about the strengths and limitations of using
Al-assisted approaches in connector generation, mapping, correlation, and related configuration
support. These findings informed the final implementation choices and helped establish a basis
for future continuation of this work in open-source and product-related contexts.

By the project end, the solution was not only implemented at the technical level, but also framed
as a reusable and publishable outcome through documentation, operational artifacts,
trustworthy-Al-oriented governance considerations, and contributions to the surrounding open-
source ecosystem.
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3. Project Scope, Goals, and Delivered
Outcomes

3.1 Project Goals

The project goal was to make application onboarding into the midPoint ecosystem faster, more
structured, and less dependent on fully manual connector and configuration work. This goal
was pursued through a combination of Al-assisted capabilities, platform improvements,
supporting tooling, and operational deliverables.

At the functional level, the project focused on reducing manual effort in four main onboarding
areas: connector creation, schema and mapping preparation, correlation setup, and delineation-
related object type configuration. At the platform level, it also aimed to improve the
surrounding ecosystem, including the connector framework, midPoint itself, midPoint Studio,
validation services, and user-facing workflows.

An equally important project objective was to ensure that the results are not limited to isolated
prototypes. The expected outcome was a reusable solution supported by open-source
publication, developer and user documentation, DevOps guidance, and contributions back to
the upstream components on which the solution depends.

3.2 Planned Solution Areas

The planned project scope covered a connected set of technical and delivery areas.

The primary solution areas were connector code generation, mapping recommendation,
correlation recommendation, and delineation support. These capabilities were expected to be
accessible through user-facing workflows in midPoint and related tooling, rather than as stand-
alone research artifacts.

The scope also included the integration catalog, improvements in user experience and
navigation for onboarding scenarios, supporting Al development and validation tooling, and
platform-level changes in midPoint, Connld, and midPoint Studio. Operational topics such as
deployment architecture, CI/CD, observability, and security were part of the scope as well.

The closing project commitments further included publication-related outputs: source code,
architecture and design documentation, DevOps documentation, and contributions intended for
reuse in the wider open-source ecosystem.

3.3 Delivered Outcomes by Area

The table below summarizes the relationship between the planned areas and the delivered
outcomes by the project end.
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Planned area Delivered outcome Status

Connector generation Connector generation is delivered as a Delivered
standalone session-oriented microservice
pipeline implemented in the  midpilot-
connector-gen repository and integrated into
midPoint through the Java-side
SmartintegrationService APl and connector
development backend. The implemented
pipeline covers target system documentation
discovery, scraping, and digesting, as well as
connector generation steps. The digester
extracts object classes, attributes, endpoints,
relations, authentication information, and
metadata, while the code-generation layer
produces native schema, Connld structures,
and operation-specific code for search, create,
update, delete, and relation handling. The
current implementation explicitly supports
REST- and SCIM-oriented generation paths.

Mapping recommendation Mapping recommendation is delivered as a Delivered
two-step capability covering schema matching
and schema mapping. The midpilot-smart-
integration microservice provides dedicated
matching and mappingmodules, while midPoint
adds orchestration for inbound and outbound
suggestions, representative data sampling,
heuristic matching rules, hallucination
filtering, deduplication, validation, and
guality-based selection among as-is , heuristic,
and Al-generated mapping variants. The
resulting suggestions are integrated into the
resource wizard Ul through dedicated inbound
and outbound mapping flows.
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Planned area Delivered outcome Status

Correlation recommendation Correlation recommendation is delivered as a Delivered
pragmatic combination of Al-assisted schema
matching and midPoint-side correlator
selection and scoring. The matching module in
midpilot-smart-integration explicitly
prioritizes recall for correlator-plausible
attributes, while midPoint then selects likely
correlators according to the focus type, reuses
existing inbound mappings where available,
derives draft correlation mappings from
schema matches, and evaluates candidates on
sampled focus and shadow data using
coverage- and ambiguity-based scoring. The
resulting suggestions are integrated into the
correlation workflow in the resource wizard
and are intended to be refined together with
the mapping configuration.

Delineation support Delineation support is delivered as an assisted Delivered
object type suggestion workflow combining Al-
generated delineation rules with midPoint-side
statistics and validation. The object_type
module in  midpilot-smart-integration suggests
kind, intent , and delineation filters from
schema and computed statistics, while
midPoint provides the supporting statistics
services, filter and base-context validation,
corrective retry with structured feedback, and
GUI support for reviewing suggested object
type partitions and their underlying statistics.
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Planned area

Integration catalog

Ul and UX improvements

Project code: 09105-03-V04-00101
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Delivered outcome

The integration catalog is delivered as a
standalone application-centric catalog
implemented with a Spring Boot backend,
Angular frontend, and PostgreSQL persistence
layer. The final implementation no longer
models the domain as a flat list of connectors.
Instead, it distinguishes Application ,
Integration method , and Connector, allowing
one application to be associated with multiple
integration methods with specified connectors
and multiple published versions of each
integration method. The delivered
functionality includes application and
integration method metadata management,
upload of connector implementations, Jenkins-
driven build callbacks, download of published
artifacts, download statistics, application tags,
country-of-origin metadata, lifecycle-state
tracking, and logo management. This means
the final result is a working catalog and
publication workflow for reusable onboarding
artifacts, not only a design proposal.

Ul and UX improvements are delivered
primarily in the midPoint web onboarding
workflow. The final solution integrates
mapping, correlation, and object type
suggestions directly into review-oriented
resource onboarding flows, instead of
exposing the Al components only as separate
technical services. Compared with milestone 1,
the Ul direction has become more pragmatic: it
focuses on concrete onboarding steps in
midPoint and on guided review of suggestions,
validation results, and generated artifacts.

Status

Delivered

Delivered
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Planned area Delivered outcome Status

Al tooling and validation Al development and testing tooling is Delivered
delivered as a practical toolchain built around
Langfuse and ClearML Langfuseis used for
tracing and observability of Al-assisted
microservice execution, while  ClearMLis used
for experiment tracking and management of
evaluation-oriented notebook and script
workflows used during development and
validation of the Al components. This area
therefore realized the milestone 1 Al Studio
direction as a concrete working toolchain
rather than as a single standalone product.

MidPoint, Connld, and Studio MidPoint received substantial project-specific Delivered
improvements implementation work in the dedicated smart-
impl area, the Java-side orchestration layer for
smart integration features inside MidPoint.
Separate project work was also delivered in
the connector development backend. The
delivered changes include orchestration of
schema matching, mapping suggestion,
correlation suggestion, object type suggestion,
statistics computation, validation and retry
handling, heuristic mapping support, and
activity handlers for asynchronous execution
of suggestion workflows. MidPoint also
contains a dedicated ConnectorDevelopmentType
persistence model and backend logic for
storing documentation sources, detected
schema information, generated artifacts,
connector project state, and generated
manifest content. Framework-facing work is
also reflected in the generation of Connld-
related schemas and operation scripts.
MidPoint Studio was extended on the  midpilot
branch with expert-oriented smart-suggestion
actions for resource object types, mappings,
correlation rules, and associations, together
with a smart-suggestion tool window, review
tables, diff-based application of suggestions,
and initial connector-generator workflow
support.
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Planned area

DevOps and operations

Compliance, governance, and
security

Project code: 09105-03-V04-00101
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Delivered outcome

DevOps and operational outputs are delivered
in practical and reusable form across the main
repositories. The connector generation and
smart integration services provide Docker-
based local deployment, environment-based
configuration, OpenAPI endpoints, and
documented runtime setup. The integration
catalog adds composed deployment with

backend, frontend, PostgreSQL, Docker secrets,

and build and publication integration points
for GitHub and Jenkins. Operational
observability for Al-assisted services is
implemented through  Langfuse, while
development and evaluation workflows use
ClearML These materials provide a real build-
and-run baseline for further reuse and
product development.

Compliance, governance, and security are
implemented primarily through architectural
constraints and operational practices rather
than through a separate autonomous Al
control layer. The delivered solution keeps
users in the review loop, validates generated
scripts and filters before use, and separates
runtime configuration and secrets from the
source code using environment variables and
secret files. The final architecture therefore
reduces risk by treating Al outputs as assisted
draft configurations that need to be reviewed
and validated, and integrates the outputs in
the controlled midPoint workflows. Some
broader governance topics such as final long-
term organizational controls and a complete
threat-model package remain as follow-up
work beyond the delivered implementation
scope.

Status

Delivered

Delivered
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Planned area Delivered outcome Status
Open-source outputs and The project produced multiple open-source Delivered
publication outputs: the connector generation

microservice, the smart integration
microservice, the integration catalog, and
project-related changes in midPoint. These
outputs include source code, API surfaces,
deployment materials, database schemas, and
accompanying project documentation. The
repositories are publicly accessible and use
open-source licensing compatible with the
project objective of making the resulting
tooling reusable in the wider midPoint
ecosystem.

3.4 Deviations, Scope Adjustments, and Open Items

Compared with milestone 1, the final delivered scope is narrower in some exploratory
directions and stronger in practical integration. The most important adjustment is that the
project did not end with one separate monolithic Al Studio product. Instead, it produced a set of
working components integrated into midPoint onboarding flows, supported by dedicated
microservices, validation logic, operational tooling, and publication infrastructure.

Some originally broader exploratory directions were simplified into more robust review-
oriented workflows. This is especially visible in mapping and correlation flows, where the final
result relies on a combination of Al suggestions, midPoint-side heuristics, validation,
deduplication, and scoring rather than on unrestricted generation alone. The user-facing scope
also converged toward the midPoint web onboarding workflow as the primary final interaction
surface.

At the same time, some important directions remain open because they go beyond the practical
scope of the current project phase, even though groundwork for them has been prepared during
the project. One important example is richer support for complex and multi-valued attributes.
This includes cases such as structured names, e-mail addresses, phone numbers, addresses, and
other business-significant composite values that cannot be handled well enough by a purely flat
simple-attribute model. This area was already analyzed and partially prepared during the
project, but full end-to-end support would require broader changes in schema serialization,
matching, mapping, correlation, validation, and user interaction.

These topics should therefore be understood as follow-up directions that build directly on the
current project results, not as abandoned ideas. Further hardening is also still needed in areas
such as broader scenario coverage, final end-to-end evaluation on representative datasets,
additional production-readiness work, and continued upstreaming of project results into the
wider product ecosystem.
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4. Al-Assisted Solution Components

This chapter describes the Al-assisted capabilities delivered within the project in their final
form. Compared with the Milestone 1 report, the focus here is no longer on research and
baseline experiments, but on the implemented solution, its integration, and its practical
maturity.

All experiments in this chapter that use the gpt-0ss-120b were executed on EvolveumOs local
GPU infrastructure, where this model was deployed and accessed through the projectOs LLM
endpoint. This is relevant for interpreting the results, because these runs did not depend on a
publicly hosted model endpoint.

4.1 Connector Code Generator

4.1.1 Purpose

The connector code generator addresses one of the most expensive onboarding tasks in the
midPoint ecosystem: preparing connector implementation artifacts for applications that are not
already covered by an existing reusable connector. Its purpose is to reduce the amount of
manual work needed to move from application documentation to a technically usable connector
definition and operation-specific implementation pieces.

In the delivered solution, connector generation is not treated as a single one-shot generation
step. It is implemented as a structured workflow in which documentation is discovered or
provided, transformed into structured intermediate data, and then used to generate specific
parts of the connector implementation.

4.1.2 Implemented Approach

The implemented solution is a session-oriented microservice pipeline in the midpilot-connector-
genrepository. At the API level, it is divided into five parts: session, discovery , scrape, digester ,
and codegen

The session layer provides the stateful context for the whole workflow. It stores session data,
uploaded documentation, intermediate results, and job references for asynchronous processing.
In practice, this is not just an in-memory convenience layer: the implementation persists
sessions, jobs, uploaded documentation items, and chunk-level relevance metadata in a
PostgreSQL-backed storage model so that the workflow can survive asynchronous execution
and state can be reused between stages. Documentation can be supplied either by upload or
indirectly later through discovery/scraping steps, and uploaded files are split into chunks and
processed in background by jobs tied to the session.

The discovery module is responsible for finding candidate documentation URLs for the target
application. The scrape module then retrieves relevant documentation content from those URLSs.
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This allows the workflow to start either from discovered documentation or from documentation
provided directly by the user.

The digester module transforms documentation into structured intermediate artifacts. Its
implemented extraction areas include object classes, attributes, endpoints, relations,
authentication information, and metadata. These outputs are stored in the session and become
the input for subsequent code generation steps. The digester is not a single monolithic pass:
object classes are extracted first, then per-object-class attribute and endpoint extraction can
focus only on relevant documentation chunks, while relation, authentication, and metadata
extraction are handled as separate background jobs with their own progress tracking.

The codegenmodule generates individual connector artifacts from the structured intermediate
data. The implemented generation targets include native schema, Connld-related structures,
search code, create code, update code, delete code, and relation-handling code. Each of these
artifacts has its own API entry point and its own asynchronous job lifecycle instead of being
collapsed into one final "generate connector" endpoint. The implementation also contains
separate prompt and documentation sets for REST and SCIM scenarios, and the code-generation
service explicitly detects the protocol family from the session metadata before selecting
operation-specific assets. For operation-level generation, the service also accepts user-selected
preferred endpoints and a repair context containing the current script and midPoint validation

or runtime errors. This allows the generator to refine an already generated or user-edited script
instead of always starting from a blank generation request.

4.1.3 Final Component Design

The final component design combines a standalone Python/FastAPI microservice with a session-
centric orchestration model and multiple specialized internal modules. The design is
intentionally modular. The service does not try to infer everything in one step, but instead
separates discovery, scraping, structured extraction, and artifact generation into explicit stages.

This design has two important consequences. First, intermediate outputs can be reviewed,
overridden, or reused in the session before continuing to the next phase. Second, the generated
result is not a monolithic connector blob, but a set of specific implementation parts that

correspond to the connector schema and operation logic.

Internally, the code generation layer is also split into dedicated core, selection , prompts,
documentations, and utils parts. This confirms that the delivered implementation is not just a

thin APl wrapper over prompts, but an actual software component with internal selection logic,
reusable prompt sets, and domain-specific supporting materials. An especially important design

choice is the use of chunk-level relevance propagation. Digest stages record which
documentation chunks were relevant to object classes, attributes, or endpoints, and later
codegen stages reuse these relevantDocumentations metadata to narrow the context supplied to
the generator for a given operation. This makes the pipeline both more explainable and more

robust than a design that would pass the full scraped documentation corpus into every
generation step.

Project code: 09105-03-V04-00101 Page 20 of 158



Final Project Report 4. Al-Assisted Solution Components

Another notable design element is the background job subsystem. Each major step is scheduled

as a persisted job with queued running, finished , and failed states, progress counters, stage
messages, and recovery of stale running jobs at the application startup. This is important for a

real onboarding workflow because scraping, digestion, and generation are multi-step operations

over multiple documents and object classes, and they therefore need explicit execution state
rather than a purely synchronous request-response style.

4.1.4 Integration into MidPoint and Related Tooling

The connector generation service was integrated into midPoint through the Java-side
SmartintegrationService APl and connector development backend. The connector generation
endpoint is configured separately from the general smart integration service. In the current
midPoint system configuration, the smartintegration section contains serviceUrl , which points
to the midpilot-smart-integration microservice used by the recommendation components, while
connectorGenerationUrl points to the connector generation microservice. The same configuration
section also contains connectorFrameworkUrl| currently used by the connector development
backend to obtain the base connector framework/template for the editable connector project.

At the midPoint level, the integration is not limited to generic remote invocation. The
implementation contains a dedicated connector development backend that drives the external
microservice through session-scoped  discovery, scrape, digester , and codegen calls and then
maps the returned results back into midPoint-side connector development objects. This includes
discovery of candidate documentation links, scraping and synchronization of documentation,
extraction of application metadata and authorization information, discovery of object classes,
per-object-class extraction of endpoints and attributes, and generation of concrete connector
artifacts, such as native schema scripts, Connld mappings, search, create, update, and delete
scripts, and relation-handling code.

The generated artifacts are not treated as transient text only. MidPoint preserves them in its
ConnectorDevelopmentTypenodel, writes the generated files to the editable connector project, and
recomputes the connector manifest so that the produced pieces become part of the evolving
connector structure instead of remaining detached Al outputs. This makes the integration
substantially deeper than a one-off API bridge: the external generation service is embedded into
a stateful connector development workflow that can progressively populate application
metadata, detected schema, documentation sources, and generated implementation artifacts.

This means that connector generation is not delivered as a standalone research service only. It
was designed to participate in the broader midPoint onboarding flow and to provide input for
subsequent configuration steps.

4.1.5 Delivered Functionality
The delivered functionality includes:

¥ A standalone connector generation microservice implemented with FastAPI.
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¥ Session management backed by persistent storage for workflow state, documentation items,
jobs, and chunk-level relevance metadata.

¥ Discovery of candidate documentation links.
¥ Scraping of relevant documentation.

¥ Upload-based ingestion of user-provided documentation with chunking and asynchronous
processing.

¥ Structured extraction of object classes, per-object-class attributes, per-object-class endpoints,
relations, authentication data, and metadata.

¥ Code generation for native schema, Connld, search, create, update, delete, and relation logic,
each as a separate artifact-oriented operation.

¥ Separate implementation support for REST and SCIM-oriented generation paths, including
protocol-aware asset selection.

¥ Status and override endpoints for intermediate and generated results, making the workflow
reviewable and correctable between stages.

¥ Repair-oriented code generation using the current script and midPoint-side validation or
runtime errors as additional context.

¥ Support for preferred endpoint selection for operation-specific code generation.

¥ Integration hooks in midPoint through the connector development backend, midPoint tasks,
editable connector project files, and related GUI flow.

At the architectural level, this is stronger than a prototype focused only on prompts. It is a multi-
stage software component with explicit API surfaces and persistent workflow state.

4.1.6 Evaluation and Validation

The connector generation capability was validated in three different ways during the project.
These validation activities have different scope and should not be read as one single evaluation.

First, the implementation was checked at the repository and service level. This includes unit and
integration tests, asynchronous job handling, persisted session and job state, and session-based
status tracking for the individual pipeline stages.

Second, the midPoint integration was validated through midPoint-side test and setup materials.
These checks focus on communication between midPoint and the connector generation service,
and on whether the generated state can be represented in the midPoint connector development
workflow.

Third, the generator outputs were evaluated experimentally on selected REST and SCIM-
oriented applications. This section reports that component-level experimental evaluation. The

evaluation focused on the structured data that drives code generation: object classes,
application metadata, authentication methods, attributes, and endpoints. These are the most
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important intermediate results because they determine whether the generator can later
produce meaningful native schema, Connld structures, and artifacts for search, create, update,
delete, and relation handling.

The end-to-end validation of the complete connector generator workflow is reported separately
in Section 4.7. Unlike the component-level evaluation in this section, the end-to-end evaluation
includes the full guided workflow, human review, correction, generated artifacts, and
executable behavior in test environments.

The final evaluation used ten runs per evaluated application. The main datasets were:

¥ OpenProject, evaluated as a REST application and covering  user, group, membershipprincipal
and project object classes.

¥ Codeberg-Forgejo, evaluated as a REST application and covering  user, repository
organization , and teamobiject classes.

¥ Nextcloud provisioning API, evaluated as a REST application and covering provisioning user
and group object classes.

¥ Zendesk, evaluated as a REST application and covering  user, group, organization
organization_membership, and group_membershipbject classes.

¥ Atlassian, evaluated as a SCIM application and covering user and group resources.

This shows that the evaluation was not limited to REST APIs only. OpenProject, Codeberg-
Forgejo, Nextcloud, and Zendesk represent the REST-oriented part of the evaluation, while
Atlassian represents the SCIM-oriented part. The metrics should be interpreted as a
development benchmark for the extraction stages. The ground truth datasets were prepared
earlier in the project and were used to compare prompt versions, extraction behavior, and
model output stability during development. They were not continuously re-curated after every
change in the documentation, evaluated application version, or prototype scope. For example, a
ground truth dataset may have been prepared against one application version, while a later
evaluation or local test may have used a newer version with a changed APl documentation,
object model, or endpoint behavior. Some mismatches can therefore be caused by version or
documentation drift rather than by extraction errors. For the final assessment of operational
usefulness, the more important evidence is therefore the end-to-end validation in Section 4.7,
where the generator workflow is evaluated in test environments with human review,
correction, and executable behavior.

Rather than evaluating every possible object exposed by each API, the evaluation used a
connector-oriented sample: one account-like object class, one or more role-like object classes,
and, where available, relation-bearing membership data. The quantitative scoring focused on

the structured intermediate outputs needed to generate Connld definitions, native schema,
search variants, such as getAll and getld, and filter-based search, create, update, delete, and
relation support.

The following tables separate the evaluated extraction stages. This avoids mixing very different
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result types into one wide table and makes precision, recall, Fl-score, and accuracy clearly
distinguishable and comparable across the stages.

Object Class Extraction

Application Object-class Object-class Object-class Object-class Metadata
precision recall Fl-score accuracy score
OpenProject 11.65E% 98.33E% 20.33E% 11.13E% 96.67E%
Codeberg-Forgejo 15.97E% 95.00E% 27.34E% 15.83E%  100.00E%
Zendesk 23.19E% 80.00E% 35.96E% 21.92E% 83.33E%
Atlassian 6.23E% 22.22E% 9.73E% 5.12E% 60.00E%
Nextcloud 21.51E%  100.00E% 35.40E% 21.51E% 76.67E%

The object-class results mostly show a recall-oriented behavior. For OpenProject, Codeberg-
Forgejo, and Nextcloud, the generator usually found the expected object classes, but it also
produced many additional candidates. This produced high recall, from 95.00E%0 100.00E%but
low precision and therefore low F1-score. Zendesk reached lower but still useful recall at
80.00E% In this case, group and organization were detected consistently, while
organization_membership and group_membershipvere detected in only part of the runs. The user
class was also predicted consistently, but the ground truth called the class user_for_admin, so this
naming difference was counted as both a false positive and a false negative. Atlassian was the
exception: its object-class recall was only  22.22E% so this case should be treated as an
unresolved validation gap rather than a successful extraction result.

For the recall-oriented cases, this is a useful first draft for connector development, because
missing an important object class is usually more damaging than presenting extra candidates
for review. However, the result also confirms that object-class extraction must remain
reviewable and should not be applied automatically without filtering or user confirmation.

Application metadata was the most stable extraction category:

¥ Codeberg-Forgejo reached a full 100.00E%score across the evaluated runs.
¥ OpenProject reached 96.67E%with the failures concentrated in  applicationVersion
¥ Zendesk reached 83.33E%also with the failures concentrated in  applicationVersion

¥ Nextcloud reached 76.67E%with failures mostly around  base_api_endpoint fields and one
apiVersion miss.

¥ Atlassian reached 60.00E%and the main practical failure was the base API URL.

This indicates that metadata extraction is usable when documentation exposes clear product
and endpoint information, but it is still sensitive to how API| base URLs and versioning are
presented.
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Authentication Extraction

Application Auth Auth Auth Auth Main observation
precisio recall F1- accurac
n score y
OpenProject 71.33E% 65.00E% 67.46E% 52.00E%Expected methods were often found,

but runs repeatedly added
api_token_bearer and sometimes
missed session or oauth?2.

Codeberg-Forgejo  65.71E% 76.67E% 70.77E% 54.76E%Authentication extraction was
usable, but OAuth, OpenID Connect,
and OTP-related variants were often
ambiguous or over-generated.

Zendesk 58.82E% 100.00E 74.07E% 58.82E%AIl expected authentication
% mechanisms were found, but
precision was reduced by extra
candidates.
Atlassian 23.83E% 100.00E 38.33E% 23.83E%The expected bearer/API-key token
% mechanism was found in every run,

but precision was low because the
model also produced extra
authentication candidates.

Nextcloud 76.00E% 95.00E% 84.44E% 73.08E%The bearer token was found in all
but one run, but precision was
reduced by extra candidates.

Authentication extraction reached moderate quality on OpenProject and Codeberg-Forgejo,
stronger recall-oriented results on Zendesk and Nextcloud, and a lower but still interpretable

result on Atlassian. Nextcloud achieved 84.44E%on the averaged getAuth result, having an
average per-run Fl-score similar at  84.67E% which indicates a stable high-recall result rather
than a single-run outlier.

The recurring issue was not complete failure to detect authentication, but ambiguity and over-
generation: for example, an extra bearer-token, OAuth/OpenID Connect, or OTP-related variants
appeared in several runs.

These results again support the final design choice that authorization information should be
presented as a candidate set for expert review rather than silently converted into final
connector behavior.

Endpoint Extraction
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Application Endpoint Endpoint Endpoint F1- Endpoint
precision recall score accuracy
OpenProject 47.18E% 92.29E% 62.44E% 45.39E%
Codeberg-Forgejo 16.02E% 99.64E% 27.60E% 16.01E%
Zendesk 19.47E% 65.00E% 29.77E% 17.65E%
Atlassian 100.00E% 100.00E% 100.00E% 100.00E%
Nextcloud 84.08E% 44.00E% 57.77E% 40.62E%

Endpoint extraction behaved differently across applications:

¥ OpenProject reached a balanced but still recall-oriented result with 92.29E%ecall and
62.44E%F1-score for exact method-and-path matching.

¥ Codeberg-Forgejo found almost all expected endpoints with 99.64E%ecall, but precision was
only 16.02E%meaning that the extracted endpoint set was too noisy for direct use without
filtering.

¥ Nextcloud showed the opposite profile: precision was high at 84.08E%but recall was only
44.00E%

¥ Zendesk endpoint extraction reached  65.00E%ecall, but precision was low at ~ 19.47E%This is
slightly lower than in other applications, but Zendesk has a large number of endpoints that
it uses primarily with the  User object class, which the LLM was unable to detect.

¥ Atlassian reached 100.00E%after normalizing endpoint paths relative to the SCIM base URL.
The normalization point is important because a strict evaluator that compares full raw paths
can incorrectly report endpoint extraction as wrong when the real issue is an incomplete
baseApiEndpoint in metadata.

Together, the results confirm that endpoint extraction quality depends heavily on
documentation structure, API publication format, and correct separation between the base API
URL and object-class endpoint paths.

The SCIM-oriented path should be interpreted as a space for further active development
promising better outcomes rather than a closed result. SCIM is a standardized provisioning
protocol with a defined resource model, schema structure, and conventional resource
endpoints, which makes it suitable not only for LLM-based extraction but also for deterministic
heuristics. Follow-up work therefore continues on heuristics that do not rely on LLM calls. For
endpoints, this approach has already been partially validated, which is reflected in the strong
normalized endpoint result. For object-class and attribute extraction, similar improvements
remain in progress.

Attribute Extraction

Attribute extraction was evaluated with two strictness levels. The first level compared attribute
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names only. The second compared name, type, and format.

Application

OpenProject

Codeberg-Forgejo

Zendesk

Atlassian

Nextcloud

Name-

only
precisio

n

89.11E%

55.09E%

100.00E%

38.10E%

19.61E%

Name-

only

recall

83.72E%

56.35E%

100.00E%

16.00E%

90.00E%

Name-

only F1-

score

86.33E%

55.72E%

100.00E%

22.54E%

32.21E%

4. Al-Assisted Solution Components

Name +  Interpretation
type +

format

F1-score

64.75E% Strong attribute-name
extraction, weaker strict type
and format extraction.

48.09E%Usable but noisy attribute
discovery, especially for
repository-oriented schema.

73.04E%Perfect attribute-name match
in the evaluated set, weaker
but still strong type and
format agreement.

20.42E%Correct SCIM endpoints, but
weak attribute coverage and
poor type and format-level
extraction.

18.69E%Recall-oriented extraction with
many extra or weakly
specified attributes.

These attribute results are important because they show how much the evaluation strictness
changes the apparent quality of the generator.

¥ When only names are compared, OpenProject performs well and Codeberg/Forgejo remains
usable as a review draft.

¥ Zendesk performed strongest on attributes, reaching
matching and 73.04E%or strict matching.

100.00E%-1-score for name-only

¥ The Atlassian SCIM case shows the opposite pattern from its endpoint result: after base-URL
normalization, the endpoint paths match perfectly, but attribute extraction remains weak
with F1-score of only 22.54E%or name-only and  20.42E%or strict matching.

The per-object-class results show that SCIM

point for attribute discovery, not as a final schema contract.
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user attributes were detected better than SCIM  group
attributes, but both remained below the level needed for direct schema generation. When type

and format agreement is required, quality drops compared with name-only matching. In
practical terms, the generated native schema should therefore be treated as a strong starting
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Conclusion

The evaluation confirms that the generator is more mature as a structured assistant than as a
fully autonomous connector factory. It can identify many of the right object classes, endpoints,
attributes, and authentication options, and it produces the input needed for connector artifacts,
such as native schema, Connld mappings, search variants, create, update, delete, and relation
support. At the same time, the quantitative results show that review, filtering, preferred
endpoint selection, and repair-oriented regeneration are not optional convenience features.
They are part of the necessary control layer around the Al-generated connector development.

The overall conclusion is that the delivered connector generator provides a useful acceleration
layer for REST-like and SCIM-like connector development, especially for preparing a first-draft
schema and operation inputs. It reduces the amount of manual documentation analysis and
gives engineers concrete artifacts to inspect and refine. The measured limitations are mainly
precision, over-generation, incomplete strict schema metadata, and sensitivity to base URL
extraction, which means that the final workflow must remain expert-reviewed and integrated
with midPoint-side validation rather than presented as fully automatic connector creation.

4.1.7 Current Limitations

The current implementation is clearly strongest for REST and SCIM-oriented integrations, which
is also visible in the structure of the codegen prompts and bundled documentation examples. It
should not be presented as a universal generator for all connector categories.

The midPoint integration also still contains a transitional dependency on an explicitly
configured connector framework or template URL. This is sufficient for the delivered connector
development workflow, but the final distribution path should be described as a connector-
framework or integration catalog responsibility rather than as a permanent hard-coded
template source.

The implementation also depends on the quality and coverage of available documentation.
Where documentation is incomplete, noisy, or inconsistent, the quality of extracted
intermediate data and generated code tends to degrade. For that reason, the pipeline is
intentionally structured around intermediate outputs and override capabilities instead of
assuming that every step is fully reliable.

Finally, although the component is already integrated into midPoint-side smart integration
flows, the empirical results show that production readiness depends on keeping the workflow
review-oriented. The current generator is useful for preparing first drafts and reducing manual
analysis effort, but the final connector quality still depends on expert review, validation against
the real target system, and broader scenario coverage beyond the evaluated REST/OpenAPI and
SCIM-oriented applications. The SCIM-oriented Atlassian results also show that protocol support
in the implementation does not automatically translate into reliable extraction quality for every
documentation style.
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4.2 Model Mapping Recommendation

4.2.1 Purpose

Model mapping recommendation reduces the amount of manual work needed to prepare
attribute mappings between an application schema and the midPoint object model. Its role in
the final solution is to support one of the most time-consuming parts of application onboarding:

deciding which attributes correspond to each other and how should be the values transformed
between the two sides.

In the delivered solution, this area is intentionally split into two related but distinct steps. The
first step is schema matching which identifies candidate attribute correspondences between the
application schema and the midPoint schema. The second step is schema mapping which
suggests the actual mapping logic for these attribute pairs.

The delivered implementation also explicitly distinguishes inbound and outbound mappings.
Inbound mappings describe transformations of attribute values from the application side to the
midPoint side. Outbound mappings describe transformations from the midPoint side to the
application side.

4.2.2 Implemented Approach

The implemented approach combines Al-assisted microservices with additional orchestration,
heuristics, validation, and quality assessment in midPoint itself. This is important because the
final solution does not rely on raw LLM output alone.

For schema matching, the midpilot-smart-integration microservice exposes a dedicated
matchSchemandpoint. Its purpose is to suggest candidate attribute pairs between the application
schema and the midPoint schema. The request contains the application schema and the
midPoint schema with attribute metadata, and the response contains a list of matched attribute
pairs.

For schema mapping, the same microservice exposes a  suggestMappingendpoint. This endpoint
operates on a selected application attribute and a selected midPoint attribute together with
example input and output values. The request explicitly contains the mapping direction through

the inbound flag, making the difference between application-to-midPoint and midPoint-to-
application mapping a first-class part of the implementation. For validation-driven retries, the
request can also carry the previous generated script and the validation error log as a remedial
context.

On the midPoint side, these microservice calls are only one part of the delivered solution.

SchemaMatchingOperationcombines well-known schema knowledge with Al-produced schema
matches, merges the results, removes duplicates, and filters out hallucinated matches that
reference attributes not present in the real schemas.
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MappingsSuggestionOperationthen builds on the schema match and performs the actual mapping
suggestion process. This includes collecting representative owned shadows, preparing separate
samples for LLM prompting and validation, checking whether an as-is mapping is already
sufficient, evaluating heuristic transformations, calling the Al service when appropriate,
retrying once with validation feedback if the generated script fails, and rejecting very low-
quality suggestions.

The implemented mapping heuristics are a substantial part of the delivered solution. The
current code contains heuristic rules such as trimming, lowercasing, uppercasing, stripping
diacritics, and several combinations of these operations. These heuristics are evaluated and
scored, and midPoint chooses the best available strategy among as-is , heuristic, and Al-
generated variants.

4.2.3 Final Component Design

The final design is a layered recommendation component embedded into the smart integration

flow. At the service level, the production midPoint flow uses the matching and mapping
microservice modules. At the platform level, midPoint wraps these services in operations that

add schema knowledge, preprocessing, deduplication, scoring, and fallback logic.

This means that the final component design has three levels:

¥ Schema matching which proposes candidate attribute correspondences.
¥ Mapping suggestion which proposes the actual transformation logic.

¥ MidPoint-side orchestration which decides whether to use as-is , heuristic, or Al-generated
mappings and how to present the result.

This layered design is stronger than a pure prompt-based approach because it separates
concerns and adds midPoint-side control over quality and applicability.

4.2.4 Integration into MidPoint and Related Tooling

Mapping recommendations are integrated directly into the midPoint smart integration
workflow and resource wizard Ul. The implementation contains dedicated GUI support for both
inbound and outbound mapping suggestions, including separate panels and tables for the two
directions.

The user-facing flow therefore does not expose mapping suggestions only as a generic API call
result. It presents them in the context of object type configuration where users can inspect,
accept, reject, modify, and later validate the suggested mappings.

At the implementation level, the integration also includes wrapper utilities and smart
integration support code that translate suggestion results into the underlying mapping
configuration structures used by midPoint. The currently wired midPoint client methods for this

area call matching/matchSchemand mapping/suggestMapping
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4.2.5 Delivered Functionality
The delivered functionality includes:

¥ Schema matching between application schema and midPoint schema.

¥ Mapping suggestion for selected attribute pairs.

¥ Explicit support for both inbound and outbound mapping directions.

¥ Al-assisted mapping script generation based on attribute metadata and example values.
¥ Heuristic mapping suggestions implemented directly in midPoint.

¥ Comparison of as-is , heuristic, and Al-generated mapping variants based on measured
quality.

¥ Progressive fallback from direct  as-is mapping, through deterministic heuristics, to Al-
generated transformations only when simpler options are not sufficient.

¥ Retry of Al-generated mapping with backend validation feedback.
¥ Remedial context for retries containing the previous script and validation error log.

¥ Controlled use of representative data samples for prompting and validation with separate
samples used to generate suggestions and to verify them.

¥ Simulation-oriented validation of generated inbound mappings on representative data
before suggestions are accepted.

¥ Hallucination filtering and deduplication in schema matching.

¥ Filtering of duplicate suggestions against already existing mappings or already accepted
suggestions.

¥ Dedicated GUI support for mapping suggestions in the resource wizard.

This means that the delivered functionality is not limited to suggesting "as-is" mappings or
mappings with an expression snippets. It covers the whole path from matching candidate
attributes to surfacing direction-specific mapping suggestions in the user workflow. The
expression language we used in most experiments is Groovy, as it has been the default language
for midPoint mappings. In parallel with the midPilot work, Evolveum also invested effort into a
new, more constrained, and safer alternative to Groovy. This related midPoint platform activity
was motivated in part by the security needs exposed by Al-generated mappings, but it should be
understood as an associated platform hardening activity rather than as a standalone midPilot
component. The new safe expression language is called MEL (MidPoint Expression Language).
After MEL support became available in midPoint, selected final evaluation scenarios were
repeated using MEL.

4.2.6 Evaluation and Validation

The delivered implementation already contains important validation mechanisms inside the
runtime design. On the schema matching side, hallucinated Al matches are removed if they
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reference attributes that do not actually exist. On the mapping side, mapping candidates are
evaluated using representative data samples, quality assessment, and validation of generated
expressions. When Al-generated scripts fail validation, the implementation retries once with the
validation error log and the previous script as additional correction context.

The codebase also contains dedicated tests for mapping suggestion behavior, including tests for:

¥ Preference of heuristics when Al is disabled.

¥ Fallback to as-is mapping when no suitable heuristic exists.
¥ Explicit outbound heuristic handling.

¥ Preference of heuristics when they outperform Al.

¥ Concrete heuristic families such as diacritics removal, casing changes, and trim-based
combinations.

The final end-to-end evaluation of this capability belongs to the complete pipeline evaluation in
Section 4.7. This is important because the practical behavior of mapping recommendation is
shaped not only by the language model itself, but also by midPoint-side preprocessing, heuristic
enrichment, post-processing, validation, deduplication, and filtering of invalid or hallucinated
suggestions.

Schema Matching Experiments

For the schema-matching part of the pipeline, the project maintained a dedicated benchmark
focused on the raw LLM matching stage. This benchmark did not evaluate the full delivered
onboarding pipeline end to end. In particular, it did not yet include the later midPoint-side post-
processing steps, such as schema-aware filtering, deduplication, validation, ranking, and the
downstream use of matching results in mapping and correlation workflows.

The benchmark used midPoint schema CSV files split by focus type together with resource
schema CSV files and manually prepared ground truth label files. The evaluated dataset was
assembled from the refined schema collection prepared during the project. This collection was
intentionally built from a broad mix of sources, including top-priority cloud systems, such as
Entra ID, AWS, and Salesforce, middle-tier systems, such as Google Apps, Zoom, Atlassian,
GitHub, KnowBe4, and Slack, European and open-source systems, such as Nextcloud,
OpenProject, Univention, and Shopware, and several domain-oriented datasets, such as
healthcare, aviation, and academy. The refined schema collection was created as CSV-based
datasets with literal property names, types, and descriptions copied from source
documentation, together with manually curated generalized match tables that captured all
relevant 1:1 candidate correspondences between resource attributes and midPoint properties.

In the evaluated benchmark subset, the schema-matching experiments covered 46 schemas in
total: 31 User schemas, 14 Role schemas, and 1 Service schema. The evaluation tracked not only
standard matching metrics such as precision, recall, F1, and MCC, but also hallucination count
and correlator recall. The correlator-specific metric was important because the practical
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onboarding objective was to avoid missing plausible correlation candidates, even if this meant
accepting somewhat lower precision. The final report tables therefore show the main decision
metrics only: precision, recall, F1, correlator recall, and average inference time where
applicable.

The final schema-matching evaluation run for the delivered direction used the locally deployed
gpt-0ss-120b model on EvolveumOs GPU infrastructure. The run used the final single-template
prompt, covered all 46 schemas, and completed without failed runs. The aggregate result was:

Model Precision Recall F1 Correlator Avg.
recall inference
time
gpt-0ss-120b local GPU 0.519 0.835 0.609 0.854 53.175s

The same local run also produced the following per-focus results:

Focus Precision Recall F1 Correlator Avg.
recall inference
time
User 0.575 0.823 0.647 0.876 60.087 s
Role 0.408 0.868 0.535 0.767 39.577 s
Service 0.333 0.750 0.462 1.000 29.273 s

The result reflects the intended design trade-off. The final schema-matching configuration
prefers recall, especially correlator recall, over strict precision. This is acceptable for the
delivered workflow because midPoint performs later validation, filtering, scoring, and human
review of broader candidate sets.

The experimentation in this area was not limited to a single static prompt. The prompt evolved
incrementally based on analysis of repeated false negatives, comparison of TP/FP/FN behavior
across datasets, and targeted prompt refinements for semantically indirect matches. Additional
experiments tried passing the focus type explicitly to the model and also splitting runs into
separate User and Non-User prompt variants. These changes did not bring measurable
improvements, so the final iteration kept a single-template approach and focused on better
recall of semantically plausible candidates, especially for correlator-related attributes.

The earlier prompt iterations are not reported as final benchmark results. They were used
internally to guide prompt tuning and to confirm that recall-oriented matching was more useful
for downstream midPoint review than stricter precision-oriented prompting. The final report
therefore focuses on the final evaluated configuration and on the model comparison below.

The project also ran a multi-model benchmark on the same version setup to compare how the
recommended local model behaves against hosted alternatives under the same schema
matching prompt:
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Model Precision Recall F1 Correlator Avg.
recall inference
time per
schema
gpt-0ss-120b local GPU 0.519 0.835 0.609 0.854 53s
openai/gpt-oss-20b 0.510 0.822 0.600 0.847 15s
google/gemini-3-flash- 0.410 0.920 0.543 0.927 75s
preview
openai/gpt-5.4 0.310 0.962 0.456 0.971 201 s
nvidia/nemotron-3-nano- 0.516 0.598 0.528 0.628 161 s
30b-a3b

The benchmark showed that the best model depended on the optimization target. The
recommended delivered model is the locally deployed gpt-0ss-120b: it had the strongest F1-
score in this comparison, the highest precision among the evaluated options, solid correlator
recall, and the practical advantage of running on Evolveum-controlled GPU infrastructure.
openai/gpt-5.4 achieved the highest recall and correlator recall, but at a substantial latency cost

and with clearly lower precision. google/gemini-3-flash-preview  provided a recall-oriented
profile with lower latency than openai/gpt-5.4 , while openai/gpt-oss-20b remained the strongest
hosted baseline by F1 the among the listed hosted benchmark models. nvidia/nemotron-3-nano-
30b-a3b showed weaker recall and also produced the largest number of hallucinations, so it was

not considered a strong candidate for the delivered solution.

At the same time, these numbers should be interpreted strictly as LLM-stage matching results.
They were useful for steering the prompt design and model selection, but they are not yet a
substitute for final solution-level evaluation. This supported the final design decision not to rely
on raw LLM output alone, but to combine schema matching with midPoint-side filtering,
validation, and downstream correlation scoring.

Mapping Script Experiments

For mapping generation, the project maintained a separate experiment. This experiment
focused on whether an LLM can infer a deterministic Groovy transformation script from a small
number of source-target examples. Compared with older mapping experiments, this one moved
closer to the production flow used by the delivered solution. It evaluated not only the generated
script itself, but the full component-level chain consisting of prompting, structured response
parsing, Groovy sandbox execution, and output comparison against expected results.

The dataset design changed during the project. The earlier datasets were mostly focused on N:1
mapping tasks, where multiple input attributes are transformed into a single output value. Later
experiments also needed to cover simpler but common 1:1 transformations.

The current benchmark therefore combines several data sources. A smaller challenge-oriented
part was created manually to reproduce concrete data issues observed during development,

Project code: 09105-03-V04-00101 Page 34 of 158



Final Project Report 4. Al-Assisted Solution Components

including deliberately injected anomalies such as person-name shortening, typos in numeric
identifiers, and inconsistent source-target pairs. Most of the remaining datasets were generated
with Al from domain-specific source scripts extracted from exported mapping collections. The
data generation used GPT-5.4 to synthesize approximately 40 source-target pairs per script, after
which the datasets were manually reviewed and adjusted.

The first production-style run was executed with the locally deployed gpt-0ss-120b model on
EvolveumOs GPU infrastructure. The measured LLM generation latency for this local GPU run

was 448.23 s in total, or 11.21 s per dataset on average. The measured end-to-end runtime,
including generation, parsing, sandbox execution, and evaluation, was 93.51 s, or 2.34 s per
dataset on average. There were two error cases of execution-level failures: one
comment_only_script classification and one Groovy runtime failure. The one incorrect case was

an incorrect but executable transformation.

The same 40-dataset benchmark was also executed across several hosted models to compare
script-generation quality and runtime behavior under the same prompting, parsing,
sandboxing, and evaluation flow. The resulting aggregate scores are:

Model Datasets Correct Incorrec  Error Success  Avg. Avg. end-
t rate LLM to-end
latency time

gpt-0ss-120b local 40 37 1 2 925E% 11.21s 2.34s
GPU

openai/gpt-0ss-20b 40 31 7 2  T75E% 2894s 6.45s
openai/gpt-5.4 40 35 5 0 875E% 234s 1.68 s
nvidia/nemotron-3- 40 19 2 19 475E% 8231s 15.19s
nano-30b-a3b

google/gemini-3- 40 32 6 2  B80.0E% 193s 1.58s

flash-preview

In this benchmark comparison, the locally deployed gpt-oss-120b achieved the highest success
rate overall. Among the listed hosted models, openai/gpt-5.4 achieved the highest success rate
and produced no execution errors.  google/gemini-3-flash-preview  was the fastest model in this
run, while nvidia/nemotron-3-nano-30b-a3b showed a high number of execution-level failures on
this prompt and sandbox setup.

These results are useful as a validation of the mapping-generation component and of the
production-style prompting-and-validation flow. However, they still do not represent the final
evaluation of the full delivered mapping solution in midPoint.

The delivered solution also includes midPoint-side heuristics, quality comparison between as-
is , heuristic, and Al-generated variants, sampling of representative data, validation feedback,

and retry behavior. The complete end-to-end evaluation of schema matching and mapping
inside the delivered onboarding pipeline is consolidated in Section 4.7.
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4.2.7 Current Limitations

The current implementation already goes beyond naive prompt-based mapping, but it still has
practical limits. Schema matching quality depends on the quality of available schema metadata
and attribute descriptions. Schema mapping quality depends on having representative
correlated data and examples from which useful transformation logic can be inferred and based
on which it can be validated.

The current microservice-side mapping endpoint is built around single-attribute mapping jobs.
This is sufficient for many practical cases, but more complex many-to-one or context-heavy
mappings remain harder and still require expert review and manual refinement. The single-
attribute constraint is enforced by the service even though the request schema uses lists for
application and midPoint attributes. The midPoint-side quality assessment also focuses on
comparable single-valued samples; multi-valued sample pairs are skipped during scoring.

The final solution also intentionally keeps humans in the loop. Users are expected to review
suggestions, and the broader process may require repeated iterations between mappings and
correlation to stabilize the result. This is consistent with the contract documented in the smart
integration API itself: mapping and correlation suggestions are meant to be developed together,
not treated as one final automatic pass.

4.2.8 Complex Attributes: Experiments and Initial Design Direction

Complex attributes were not incorporated into the delivered production mapping workflow, but
they remained an important research and design topic throughout the project. This section
therefore documents project learning and future design direction, not a production feature that
should be evaluated as part of the delivered midPoint mapping workflow.

The topic was already recognized in Milestone 1, which identified structured and multi-valued
attributes such as names, emails, phone numbers, and addresses as a major practical limitation
of the traditional simple-attribute model. The motivation was straightforward: if such data had

to be handled only through an ad hoc JSON or string encodings, the resulting mappings and
connector logic would become substantially more complex, less transparent, and harder to
validate and maintain.

For that reason, part of the project effort focused on preparatory work that could reduce this
future complexity. On the midPoint side, the codebase already contains architectural
groundwork for richer handling of structured attributes, although this capability is not yet part

of the delivered smart integration production workflow. On the smart integration side, the
mapping API and surrounding design discussions also reflected the broader ambition to support
more than single flat attribute-to-attribute transformations.

The intended direction of this work is more specific than simply "support nested data". In the
long run, the smart integration pipeline should be able to work not only with flat single-
attribute transformations, but also with structured and multi-valued data, such as name
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emails[*] , phoneNumbers[*] or addresses[*] , including their sub-attributes. Instead of forcing
connectors and mappings to serialize such values into opaque strings, the platform should be
able to represent them natively in schema definitions, item paths, and smart integration
requests.

From the pipeline perspective, this would require three connected layers. First, schema
serialization would need to expose structured attributes and their subfields to the smart
integration service instead of flattening or omitting them. Second, matching would need to
reason over whole structures or grouped subfields, for example, recognizing that
emails[*]/value and contact/email[*)/address are the primary value-bearing parts of
corresponding records, while  type, category, or primary provide additional context. Third,
mapping would need to evolve from producing only a transformation script for a single flat
attribute to suggesting declarative transformations between structured values, including rules

for pairing individual entries within multi-valued collections.

Milestone 1 also identified another prerequisite for such support: more expressive item paths

with natural or business keys. For complex multi-valued data, it is not sufficient to address
entries by position alone; practical mappings often need to refer to concepts such as "work
email", "home phone", or "primary address". This is why the complex-attribute direction is

closely related to future work on more human-readable addressing of values and, eventually,

richer path or filter expressions over structured data.

This direction can be illustrated by selectors such as emails/[primary=true]/value or
emails/[type='work']/value  , where the path does not simply address an indexed value but
selects a complex entry by its business meaning. That is important both for "complex-to-simple"
cases, such as selecting a primary email into a legacy single-valued property, and for "simple-to-
complex" cases, where a single source value should create or update one entry inside a
structured multi-valued collection.

Another important part of the proposed model is to separate reusable structure-level translation

logic from object-type-level mappings. In such a model, details of how one structured type maps

to another would live in a dedicated reusable definition, while concrete object types would only
declare that, for example, ri:;permanentAddress maps to permanentAddressand delegate the
internal field-level translation to the shared type definition. This would reduce duplication and

make complex mappings more declarative and easier to reuse across different resource object

types.

The same design direction is relevant for multi-source scenarios in which several systems
contribute values into the same complex collection. Examples include separate sources of work
and personal emails, provenance-aware updates of existing entries, and conflict-resolution rules
around flags such as primary. Once complex attributes are represented natively, future matching
and mapping suggestions would no longer be limited to one flat value at a time, but could
instead help identify, merge, preserve, or replace whole structured entries within a collection.
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4.3 Correlation Recommendation

4.3.1 Purpose

Correlation recommendation helps determine how imported accounts or other resource objects
should be matched to existing identities in midPoint. This is a critical onboarding step because
poor correlation can create either missed matches or unsafe joins.

4.3.2 Implemented Approach

The final implementation uses a pragmatic two-layer approach instead of the more ambitious

logic originally considered during the earlier project phase. The first layer reuses schema
matching with explicit emphasis on correlator recall. In the midpilot-smart-integration service,
the matching prompt explicitly prioritizes avoiding missed correlator candidates and
distinguishes between Userand Non-Usercorrelator sets.

The second layer is implemented in midPoint itself. MidPoint does not try to generate arbitrary
correlation strategies from scratch. Instead, it starts from a focus-type-specific set of known

likely correlators and checks how well these candidates are supported by schema matches and

by real data. For Userlike objects, this includes paths such as name personalNumbey and
emailAddress, while for non-user focus types it includes name identifier , and emailAddress,
according to the applicable focus class.

4.3.3 Final Component Design

The final design is intentionally simple and explainable. MidPoint first obtains schema matches
for correlator-relevant focus properties. For each candidate correlator path, it then checks
whether there is already an applicable inbound mapping. If such a mapping exists, the existing
mapping can directly support correlation suggestion. If not, midPoint derives a draft correlation
mapping from the schema match and wraps it into a correlation suggestion.

The resulting candidates are not accepted blindly. They are evaluated by sampling focus objects
and resource shadows and by scoring the resulting links. The implemented evaluator measures
whether the candidate provides useful shadow-to-focus coverage while penalizing ambiguity in
both directions. This means that the final recommendation is based on the combined effect of
Al-supported matching, focus-type-specific correlator selection, existing configuration reuse,
and data-driven scoring in midPoint.

4.3.4 Integration into MidPoint and Related Tooling

Correlation recommendation is integrated directly into the smart integration API and into the
resource object type wizard in midPoint. The APl exposes synchronous and task-based
operations for suggesting correlation and for checking the status of submitted suggestion jobs.
In the GUI, correlation suggestions are surfaced through the correlation wizard flow and
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through the smart integration status-handling utilities that wrap and manage suggested
correlator items.

The capability is also explicitly linked to mapping recommendation. The smart integration API
documents that mappings and correlation suggestions should be created together and may need
to alternate iteratively until the configuration stabilizes. This reflects the implemented design,
where useful correlation often depends on available mappings and where suggested correlation
may itself require a missing inbound mapping to be added.

4.3.5 Delivered Functionality
The delivered functionality includes:

¥ Schema matching prompts that prioritize high recall for correlator-plausible attributes.
¥ Focus-type-aware selection of known probable correlators in midPoint.
¥ Reuse of already existing inbound mappings when they can support correlation.

¥ Creation of draft correlation mappings when schema matches indicate a viable correlator
path.

¥ Simulation-oriented evaluation of candidate correlators on sampled focus and shadow data.
¥ Use of existing and draft inbound mappings as part of correlation simulation and scoring.

¥ Scoring of suggested correlators on sampled focus and shadow data using coverage and
ambiguity penalties.

¥ Filtering that keeps only the highest-scoring suggestion for each correlator path.

¥ Integration of the resulting suggestions into the midPoint resource configuration workflow.

This design is simpler than some of the earlier milestone ideas, but it is also more robust and
easier to reason about. It avoids overcomplicating the correlation problem while still combining
Al assistance with concrete product logic and data-based validation.

4.3.6 Evaluation and Validation

The delivered implementation already contains product-level validation mechanisms. Suggested
correlators are not ranked only by schema semantics, but by their observed behavior on
sampled focus and shadow objects. The score rewards useful coverage and penalizes ambiguous
links, which makes the recommendation more representative of practical correlation quality
than schema-only reasoning. This simulation-oriented step is also important for inbound
mappings: a candidate correlator can be evaluated together with the inbound mapping that
would feed the relevant focus attribute, including draft mappings derived from schema
matches.

The codebase also contains dedicated tests for correlation suggestion and correlator evaluation.
These tests cover behavior such as selecting the best correlator candidate, excluding weak
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suggestions, and evaluating the effect of uniqueness, ambiguity, and missing values on the
resulting correlation score.

At the component Ilevel, the most relevant experimental evidence for correlation
recommendation comes from the schema-matching benchmark described above in the Schema
Matching Experiments  section. This is because the first step of the delivered correlation
workflow depends on whether the matching stage is able to surface plausible correlator
candidates for the relevant focus-type-specific paths. For that reason, the reported correlator-

recall results from the schema-matching experiments should be read as an upstream evaluation

of correlator discovery quality, not only as a generic schema-matching metric.

The final end-to-end evaluation of correlation recommendation belongs to the complete pipeline
evaluation in Section 4.7. That evaluation should capture the combined effect of schema
matching, focus-type-specific correlator selection, existing mappings, draft inbound mappings,
and midPoint-side data-based scoring.

4.3.7 Current Limitations

The current implementation is intentionally pragmatic and does not attempt to synthesize
arbitrarily complex correlation strategies. It works best when relevant correlators are already
represented among the known focus-type-specific paths and when the available data support
meaningful uniqueness and coverage analysis.

Correlation quality remains sensitive to real data quality, missing mappings, and resource-
specific identity conventions. The implementation also currently prefers simple item-based
correlator suggestions; this is appropriate for many onboarding scenarios but does not
eliminate the need for expert review in more complex environments.

4.4 Delineation and Focus Type Suggestion

4.4.1 Purpose

Delineation support addresses the problem of identifying and configuring object types and their
boundaries in imported resource data. Its intended purpose in the project was to make object
type setup more systematic and to reduce manual trial-and-error-based setup flow during
onboarding.

4.4.2 Delineation

The delivered delineation approach combines Al-assisted object type suggestion with midPoint-

side statistical analysis and validation. In the midpilot-smart-integration service, the
object_type module receives the schema of a single object class together with computed
statistics and asks the language model to suggest kind, intent , and delineation rules expressed as
MQL filters and optional  baseContextFilter clauses.
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The prompting logic is not based only on schema names. It also uses statistical characteristics of
the data, such as missing-value ratios, unique-value ratios, frequent literal values, extracted
value patterns, and cross-attribute tuple statistics. The prompt explicitly requires mutually
exclusive, stable, IGA-relevant partitions and prefers simple, robust delineations over needlessly
complex rule sets.

Compared with milestone 1, the final implementation is narrower and more pragmatic. The
milestone text described a broader exploratory direction with richer statistical profiling and
more open-ended rule discovery experiments. The delivered solution kept the central idea of
statistics-assisted delineation, but reduced it to a more controlled workflow centered on stable
value distributions, pattern extraction, crosstabs, executable MQL generation, and backend
validation.

4.4.3 Focus Type Suggestion

The smart integration pipeline also includes a dedicated focus-type predictor. In the current
implementation, midPoint sends the object type kind and intent, the serialized application
schema, and optional base-context delineation to the midpilot-smart-integration
focusType/suggestFocusType endpoint. The microservice uses a lightweight LLM prompt
constrained to the finite set  UserType RoleType OrgType and ServiceType, and returns a single
suggested focus type. This process remains a human-in-the-loop workflow, where the suggested
focus type must be reviewed and confirmed by the user during the integration process.

4.4.4 Final Component Design

The final design is a closed loop between statistics, Al suggestion, and backend validation.
MidPoint computes statistics for object classes and object types and sends these statistics to the
smart integration service together with the serialized schema. The service returns suggested
object types that may contain one or more delineation rules for the same object class.

MidPoint then parses and validates the returned filters and base-context definitions. If
validation fails on the first attempt, structured validation feedback is sent back to the service for
a corrective retry. If some issues still remain after the retry, midPoint keeps partial results and
marks invalid parts explicitly instead of discarding the whole suggestion set.

This makes delineation a practical assisted capability rather than a free-form LLM output. The
delivered behavior depends on the combined effect of statistics computation, prompt
constraints, filter validation, retry with backend feedback, and user review in the wizard flow.
This is also the main difference from the milestone 1 vision: instead of continuing toward
increasingly complex exploratory rule synthesis, the final design converged on a simpler and
more robust suggestion-validation loop that better fits real product workflows.

4.4.5 Integration into MidPoint and Related Tooling

The capability is integrated into the smart object type suggestion workflow in midPoint. The
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backend exposes object type suggestion operations that consume resource object class statistics,
while the GUI provides dedicated smart object type suggestion panels and statistics views for
object classes, object types, and focus types.

The statistics part is not auxiliary but integral to the delivered delineation design. MidPoint
contains dedicated statistics services and activity handlers for computing and persisting object
class, object type, and focus object statistics. The GUI can display and regenerate these statistics,
which makes the delineation workflow inspectable and iterative instead of opaque.

4.4.6 Delivered Functionality
The delivered functionality includes:
¥ An object_type microservice module for suggesting object types and delineation rules from
schema and statistics.
¥ Support for kind, intent , displayName description , filter , and baseContextFilter suggestions.

¥ Prompt guidance for stable IGA-relevant delineation using value counts, pattern counts, DN
suffixes, and cross-attribute crosstabs.

¥ Backend validation of suggested MQL filters and base-context filters in midPoint.

¥ Retry of invalid suggestions with structured validation feedback returned to the
microservice.

¥ Preservation and explicit marking of partially invalid suggestions when full validation does
not succeed.

¥ GUI support for reviewing suggested object types and inspecting the underlying statistics.

The resulting capability is more concrete than a pure research prototype. At the same time, it
remains an assisted configuration workflow, not a fully autonomous delineation engine.

4.4.7 Evaluation and Validation

The delivered solution contains validation directly in the product flow. Suggested delineation
filters are parsed and checked against the relevant object class definitions, base-context filters
are validated separately, and invalid suggestions can be retried with structured backend
feedback. This means the final behavior is already constrained by executable validation, not
only by prompt instructions.

The statistics layer itself is also part of the validation story. MidPoint computes concrete
frequency and pattern information from real shadow data, including value counts, missing
values, DN suffixes, token-like prefixes and suffixes, and object-type-specific statistics. These
statistics make delineation suggestions less dependent on naming intuition alone and more
grounded in observed data distributions.

As part of the development of delineation support, we performed a series of experiments to find
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the optimal combination of input statistics and LLM prompts that would lead to stable and IGA-
relevant rules.

Delineation Statistics: Overview of Experiments

Originally, we experimented with a wide range of signals, including:

¥ Cardinal and missing values  : unique_count, unique_ratio, missing_ratio.

¥ Value distribution  : Top-N most frequent values (without constraints, it proved to be too
noisy).

¥ Patterns : fixed-length prefixes/suffixes, n-grams, regex buckets (digits only, hex, etc.).
¥ Numerical analysis  : quantiles and histograms.

¥ Dependencies (Crosstabs) : CramérOs V, I" (chi-square) tests.

Rationale for the Final Delineation Configuration

Experiments showed that "heavy" statistical dependency metrics (such as CramérOs V) caused
practical issues:

¥ Low IGA relevance : Strong statistical ties often reflected only technical artifacts of
migrations, not stable business partitions.

¥ LLM confusion : Models tended to combine statistically "linked" attributes into brittle rules
that were not robust.

¥ Token pressure : Complex crosstabs unnecessarily inflated the prompt without adding value
to the final quality.

We therefore narrowed the final solution down to low-noise and interpretable signals

¥ uniqueValueCountand missingValueCount (cardinal metrics).
¥ valueCount (Top 10 values, only if they repeat at least twice).

¥ valuePatternCount (DNsuffix for LDAP structure, delimiter-aware tokens for technical
identifiers).

Explanation of Evaluation Metrics

To understand the model performance results, we used the following metrics:

¥ Coverage : The fraction of all records for which the model was able to assign a prediction (a
specific intent ). High coverage is critical for end-to-end usability, as a model that only
predicts for a small subset of data is not practically useful even if its accuracy on that subset
is high.

¥ V-measure : A harmonic mean between Homogeneity and Completeness . It provides a
balanced measure of clustering quality, ensuring that the model does not just put everything
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into one big group (low homogeneity) or create a unique group for every single record (low
completeness).

¥ Completeness : Measures whether records from the same true category are assigned to the
same suggested group. A high score means that one real intent is not unnecessarily split
across many generated object types.

¥ Homogeneity : Measures "cluster purity”. A high score means that each suggested group
(intent) contains only records that belong to a single true category in the original data. In
IGA, high homogeneity ensures that the suggested rules do not mix different types of
identities or entitlements together.

¥ Predicate Errors : The number of runtime exceptions encountered when executing the
generated MQL filters. A value of 0 is essential for stability, confirming that the LLM-
generated rules are syntactically and semantically valid for the midPoint backend.

Delineation Model Evaluation Results

Final benchmarking on six representative delineation datasets showed high stability and quality

of the proposed rules. The final run for the delivered solution used the locally deployed gpt-oss-
120b model on EvolveumOs GPU infrastructure. The generated MQL rules were applied back to
the datasets, evaluated against expected intent and kind labels, and checked for predicate
execution errors and overlapping rule matches. For comparability with the earlier model
benchmark, the local gpt-0ss-120b result is shown using the same main metrics:

Model Coverage V-measure Homogeneity

gpt-0ss-120b local GPU ~0.994 ~0.806 ~0.972
openail/gpt-5.2 ~0.994 ~0.816 ~0.994
openai/gpt-0ss-20b ~0.994 ~0.762 ~0.951
gwen/qwen3-vl-32b 1.000 ~0.788 ~0.871
google/gemma-3-27b ~0.802 ~0.825 ~0.980

On the three reported metrics, openai/gpt-5.2 remains the strongest model overall: it combines
near-complete coverage with the highest V-measure among the high-coverage models and the
highest homogeneity. The locally deployed gpt-0ss-120b is very close in coverage and only
slightly lower in V-measure and homogeneity, while also producing executable rules with no
predicate errors in the final local run. For the delivered solution, this makes local gpt-0ss-120b a
strong practical choice even though  openai/gpt-5.2 is still the best pure benchmark result.

Key findings:

¥ openai/gpt-5.2 is the best model by the combined benchmark view of coverage, V-measure,
and homogeneity.

¥ The local gpt-0ss-120b run provided a stable final local result with near-complete coverage
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and no predicate execution errors.

¥ Coverage remained a key practical metric: a delineation approach that leaves many rows
unlabeled is not useful in onboarding, even if the labeled subset looks clean.

¥ Delineation has proven in practice to be a successful assisted workflow, where statistics
ground the LLM in the reality of the data instead of relying solely on intuition from attribute
names.

The final evaluation of focus type suggestion is included in the complete pipeline evaluation in
Section 4.7, where it can be assessed together with object type delineation.

4.4.8 Current Limitations

Delineation quality still depends strongly on the quality and representativeness of the available
statistics. If the observed data do not expose stable partitions, the best result may legitimately be
a single default rule instead of a richer decomposition.

The current design also intentionally restricts itself to simple, stable, IGA-relevant filters. That
improves safety and interpretability, but it means the capability will not capture every domain-
specific partitioning pattern automatically. Expert review is therefore still required, especially
for complex or highly organization-specific object type taxonomies.

4.5 Al Development and Testing Tooling

4.5.1 Purpose

The role of Al development and testing tooling in the project was to make experimentation,
tracing, validation, and review of Al-assisted behavior manageable. Without such tooling,
prompt-based and heuristic-based features would have been difficult to evaluate and maintain.

4.5.2 Implemented Toolchain

The project assembled a practical toolchain rather than delivering a single all-in-one Al
platform. The key implemented tools were Langfuse and ClearML Langfuse was used for tracing
and observability of Al-assisted service execution, including prompt flows, retries, and runtime
debugging of the smart integration microservices. ClearMLwas used for experiment tracking,
evaluation runs, and management of notebooks and scripts used during development and
validation of the Al components.

Compared with milestone 1, the final outcome in this area is best described as a practical
realization of the Al Studio concept in the form of selected working tools, not as one separate
integrated product named Al Studio .
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4.5.3 Integration into the Solution Lifecycle

These tools were used during feature development, prompt iteration, evaluation of
recommendation quality, and debugging of Al-assisted service interactions. Langfuse supported
inspection of traces from running services and helped analyze retry loops, prompt behavior,

and runtime failures.  ClearML supported repeatable experiment execution and tracking of
evaluation-related development work around notebooks and service-level experiments.

4.5.4 Model and Prompt Tuning

During the experiments, the project tried different model families, prompt variants, and
runtime settings to understand their effect on quality, latency, and stability. Model choice was

not driven only by raw benchmark quality. An important requirement was to use a model that

could be operated safely in the project environment, preferably an open-source or open-weights
model, ideally European, that could run on Evolveum-controlled infrastructure. For this reason,

the project tested several European and open model alternatives before converging on the gpt-
oss model family for the final evaluated direction.

After that decision, many experiments were performed with gpt-0ss-20b, different prompt
versions, and different settings for reasoning effort and temperature. Reasoning effort had a
visible effect on both quality and latency: the smaller gpt-0ss-20b model often needed higher
reasoning effort to approach the quality of the larger model, which increased runtime. In
repeated experiments, the locally deployed gpt-oss-120b proved more advantageous for the
final workflow because it was more stable and reached stronger results without relying on the
smaller modelOs extra reasoning budget. For final runs, the project mostly used high reasoning
effort and temperature 1, following the recommended/default setup for the evaluated OpenAl
model family.

Prompt tuning focused on making the task boundaries explicit, requiring structured outputs,
preventing invented schema attributes, and feeding validation errors back into retry attempts.

Hosted frontier models were used as quality references, and the local gpt-0ss-120b results were
continuously compared against these top benchmark models. The comparison showed that its
performance was comparable for the target tasks and metrics.

The locally deployed gpt-oss-120b therefore became the recommended delivered option because
it combined sufficient quality, better repeatability in the project experiments, acceptable
latency, predictable operating cost, and the security advantage of running on local GPU
infrastructure.

Granular data control was part of the same tuning process. The implemented workflows avoid
sending arbitrary raw data when smaller representative samples or derived statistics are
sufficient, and they keep separate data samples for prompting, validation, simulation, and
scoring.
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4.5.5 Delivered Functionality

The delivered result in this area is a usable engineering toolchain for experimentation, tracing,
and validation of Al-assisted onboarding features. This includes:

¥ Trace-level observability of Al-assisted microservice execution through Langfuse.
¥ Experiment and evaluation tracking through ClearML
¥ Practical support for notebook- and script-based development workflows.

¥ A concrete operational basis for debugging and evaluating the delivered Al-assisted
onboarding components.

4.5.6 Current Limitations

The project does not converge on a single finalized Al Studio product. Instead, it produced a
practical but still evolving toolchain centered on Langfuse and ClearML This is sufficient for
project delivery, but there is clear room for broader standardization, tighter integration, and a

more unified user and operations model in the future.

4.6 UX and User-Facing Al Workflows

The web user interface of midPoint represents the primary user-facing entry point for Al-
assisted workflows in the project. In the final solution, Al capabilities are not exposed as a
separate free-form assistant interface but rather as guided actions embedded into concrete
configuration steps. This approach is particularly relevant for onboarding a new resource and
for configuring key parts of the integration in a structured and reviewable way.

This UX section should be read as documentation of the user-facing design direction around the
delivered Al capabilities, not as a list of independent backend components. It combines three
kinds of material: the delivered onboarding-oriented web workflows, expert workflows in
midPoint Studio, and design work that applies the same model of reviewable suggestions to
related configuration areas. The end-to-end evaluation in Section 4.7 focuses on the main
onboarding pipeline, especially object type, correlation, mapping, simulation, and connector
generation workflows. Other UX subsections, such as association suggestions and the broader
mapping-interface redesign, document how the same interaction principles are intended to
extend to adjacent midPoint configuration areas.

From the perspective of the delivered smart integration workflow, the most important user-
facing web capabilities are object type suggestion, mapping recommendation, and correlation
recommendation. These capabilities are designed to help the user accelerate resource
onboarding by generating candidate configurations from schema information, statistics, and
contextual metadata, while still keeping the user in control of the final decision. Instead of
directly applying generated results, the Ul workflow exposes them as suggestions to be
reviewed, confirmed, modified, or rejected by the user.
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A key property of the final web workflow is the balance between automation and validation.
The purpose of Al assistance is to reduce the amount of manual configuration work, especially
in repetitive or heuristically recognizable tasks, but not to bypass product-side control
mechanisms. For that reason, the generated results are tied to validation and correction loops
instead of being treated as authoritative output. In practice, this means that the web Ul serves as
a guided onboarding environment in which Al generates candidate configurations, the backend
validates them, and the user remains responsible for the final acceptance of the result.

Compared with the earlier concepts, the final solution is therefore more pragmatic and product-
oriented. The web workflow does not attempt to present Al as a fully autonomous configuration
engine. Instead, it converges on a model in which Al is used as a structured assistant within
explicit wizard-like or step-based flows. This makes the resulting UX more predictable, easier to
validate, and more compatible with midPointOs existing configuration and security model.

4.6.1 Onboarding workflow overview

The delivered web Ul onboarding flow extends the existing resource creation wizard rather
than replacing it. The basic wizard still covers the elementary resource configuration, connector
setup, connection configuration, discovery and schema creation. Its UX changes focus on clearer
navigation, consistent wizard actions, and clearer distinction between available and locked
creation options.

The main UX shift starts after the resource is created. The user is no longer left with a completed
resource object and a broad configuration surface. Instead, the Ul continues the onboarding
journey through tiles with recommended actions, disabled states, resource data preview,
statistics, and Al-assisted configuration actions.

This model keeps Al assistance tied to concrete configuration tasks. Al helps prepare candidates
for object type, focus type, mapping, or correlation setup, but the user still reviews, edits, and

explicitly saves the configuration. Resource onboarding therefore becomes a guided review
flow: create the resource, inspect the data, configure object types, continue into related
configuration areas, and validate the result before the resource becomes operationally ready.

4.6.1.1 Object Types and Focus Type Suggestions

Object type configuration is the first major smart integration branch after a resource is created.
The resource connection and schema already exist, but the user still needs to define how
resource objects should be interpreted in midPoint terms and how they should be delimited
from available resource data.

The implemented flow supports both manual object type creation and Al-assisted suggestions.
When no object types exist yet, the Object Type Manager lets the user either add one manually
or generate suggestions. The suggestion flow starts with object class selection and gives access to
schema and resource statistics before the generation starts.

Project code: 09105-03-V04-00101 Page 48 of 158



Final Project Report

4. Al-Assisted Solution Components

midPeint

John Doe
ﬁ. cmployee Resource / Object types / # Suggest object type

A Dashboard Select object class

© Request access Choose the object class that best represents the type of objects you want to manage. This will determine the available attributes, the suggested object

type, and configuration.

A Credentials

22 Teams © suggestion generation may take significantly longer for some bject classes because object counts may be older and all objects may need to be loaded.

& MyRequests

My Approvals

O Account Group Organizational Unit

User accounts and service accountsin the identity system Security groups, distribution lists, and role-based access Organizational structure containers and department
& Users < groups hierarchies
@® Roles < Objects: Unknown @ Viewschema Objects: 24 © @ View schema Objects: 42 @ Viewschema

€ Resources ~

Option #4 Option #5 Option #6
Q Allresources

Security groups, distribution lists, and role-based access Organizational structure containers and department Organizational structure containers and department

groups hierarchies hierarcl hies
Q Templates

Objects: 422 @ Viewschema - £ Cou

objects @ View schema Objects: 4 © @ View schema
© Create resource

1to6outof12 Previous 2 Next
[+ Exit wizard # Re-calculate #. Generate suggestions

¥ Wizard

The Al-assisted generation is explicit and controlled. Before suggestions are created, the user
decides whether the schema and statistical data can be used by the Al service. The Ul also
explains that authentication credentials and user passwords are not shared.

The generation process is shown as a visible task. The user can wait for completion, suspend the
task, or run it in the background. If background processing is used, the Object Type Manager
shows an information banner until generated suggestions are available.

Generated object types are presented as reviewable candidates. The user can inspect suggested
names, descriptions, kind, intent, object class, focus type, and filters. Suggestions can be

reviewed, refreshed, discarded, or compared with existing object types before any configuration
is saved.
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midPeint

John Doe
Employee
A Dashboard

© Request access

A Credentials
26 Teams
& MyRequests

My Approvals

Users. <

® Roles <
Q Allresources
Q Templates

© Create resource

Review the suggested object types generated based on your resource data.

Resource / Object types / # Review suggestions

Select object type to review

you want to manage.

4. Al-Assisted Solution Components

. Select the one that best matches the kind of objects

User Account (GRERECEE]

Standard user account with basic attributes

Kind: account | | Intent: default | | Focus type: User

Show filter v

Service Account.

Account for system services and applications

Kind: account | | Intent: default | | Delineation class: organizationalUnit | | Focus type: User

Administrative Account

Privileged account with extended permissions

Kind: account | | Intent: default | | Focus type: User

Custom Account

Account for specialized services and applications

Show filter v

Show filter v

Show filter v

¥ Wizard Kind: account | | Intent: default | | Focus type: User

1to4outof 12 Previous 2 Next
D change object class I View statistics #. Review suggestion

[ Exitwizard

Reviewing a suggestion opens the regular object type wizard with generated values prefilled
and visually marked by an Al badge and purple highlighting. The user still reviews basic
information, resource data, and midPoint data before saving. The focus type suggestion is part
of the same flow, either as a generated value in the suggestion or as a separate action when the
object type is created manually.

midPeint

John Doe
o o o

Basic information Resource data MidPoint data
A Dashboard

© Request access

Basic information about the object type

Fillin the basic information about your object type and when you are done proceed further
P Credentials

282 Teams

Display name
& MyRequests User Account #
My Approvals Description

Standard user account with basic attributes

S users <
® Roles < Kind (Required) @ Intent @
€ Resources v

Security policy ©
Q Allresources ty poliey

v | M select

O Templates -

Default ® Lifecycle state ©
© Create resource

True - Active - l

¥ Wizard

@ show empty fields

< Back [ Exit wizard Next: Resource data >
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UX Challenges
¥ Object type configuration is conceptually difficult. Users need to understand the difference

between object class, object type, kind, intent, focus type, and delineation filter.

¥ Al-generated object type suggestions can look convincing even when they still require a
domain expert review.

¥ A generated filter can be syntactically valid but semantically wrong for the intended
business use case.

¥ Long-running Al operations need visible state because suggestion generation may involve
statistics, schema processing, service-side generation, validation, refresh, or retry.

¥ Users need to understand which values were generated by Al and which values are an
existing, manual, or already accepted configuration.

¥ The Ul must avoid making the Al output look inherently authoritative, especially because
accepted object types become structural resource configuration.

UX Decisions

¥ Use a review-oriented suggestion model. Object types are not created automatically from the
Al output, they are first shown as candidates and then reviewed through the regular object
type wizard.

¥ Use resource data statistics as an evidence layer. Attribute distributions, value counts,
unique values, empty values, and value patterns help users understand why the particular
object type filters are suggested.
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l~  Statistical data for “Default” x
Total objects Coverage
© 15,420 L) 87% Unique values Missing values Total values
893 156 3400
Attributes Tuples

Value patterns

Type Value Count
il *[@%. com 7834
3400 values

*[@company . com 1235
location
2000 values prefix tests 298
department
1000 values prefix admin 156

< custom attribute >
Value frequency
900 values

. Value Count Percentage
< custom attribute =
800 values
john.doe@company.com 45 0.29%
< custom attribute >
500 values admin@system.org 32 0.21%
<custom attribute > userl23@domain.net 28 0.18%

125 values

Last update at 15.1.2024 11:30 = Re-calculate

¥ Make Al data usage explicit. The permission dialog lets users decide whether the schema and
statistical data can be used by the Al service.

¥ Visually mark generated values. Al-filled fields use an Al badge and purple highlighting,
while suggested rows can be marked as Al-generated and ready for review.

¥ Support asynchronous work. Users can run the suggestion generation in the background and
later review the generated propositions in the Object Type Manager.

¥ Preserve manual control. Users can add object types manually, edit generated values,
discard suggestions, refresh suggestions, compare generated object types with existing ones,
or turn suggestions off entirely.

¥ Keep the focus type suggestion inside the object type configuration flow so that it supports
the user at the point where the decision is needed instead of becoming a separate Al feature.

4.6.1.2 Correlation Suggestions

After an object type is created, the object type wizard guides the user to correlation. This step is
recommended because the flow already knows which resource objects are managed and which
midPoint focus type they should match.

The correlation screen supports manual rule creation and Al-assisted suggestions. When no
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rules exist, the empty state offers Create new and Generate suggestions buttons. Suggestion
generation uses the same explicit permission model, where the user confirms which resource
data can be used and is informed that credentials stay excluded.

Generated rules appear as reviewable cards. The user can inspect the proposed correlator
name, reason, correlation item, match method, weight, tier, and efficiency. Each suggestion can
be accepted, discarded, regenerated, or opened through the View rule button before it is saved.

If an accepted rule needs a mapping that does not exist yet, midPoint warns the user and
explains what mapping will be added. The accepted rule still remains part of the working
configuration until the user saves the correlation settings.

UX Challenges

¥ Correlation is safety-sensitive because poor matching can cause missed matches, duplicates,
or incorrect links between resource objects and midPoint focus objects.

¥ Users need to understand why a suggested rule is plausible, not only that it was generated.

¥ Suggested correlation may depend on mappings that do not exist yet; this causes a cross-step
dependency inside the onboarding flow.

¥ A rule can be technically valid while still being risky because of low coverage, ambiguous
values, or weak real-world data quality.

¥ The interface needs to show enough detail for review without forcing users into low-level
configuration too early.

¥ Accepting a suggestion and saving the correlation settings are separate actions, so the Ul
must make the unsaved state visible.

UX Decisions

¥ Place correlation immediately after object type creation as the recommended continuation.

¥ Present correlation rules as reviewable suggestion cards with accept, discard, regenerate,
and view-rule actions.

¥ Show a reason for each suggestion through readable text and concrete rule items rather
than only an Al label.

¥ Expose key evaluation values such as weight, tier, and efficiency to support review.
¥ Allow users to inspect the full rule before accepting it.

¥ Detect missing supporting mappings and explain that they will be added during acceptance
instead of failing later.

¥ Keep the final save action separate so users can review accepted rules before committing
correlation settings.
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4.6.1.3 Synchronization Reactions

After correlation is configured and saved, the object type wizard recommends synchronization.
This step moves the object type closer to operational readiness because it defines how midPoint
reacts to resource object situations.

This flow is not Al-based. The user can create reactions manually or open a guided reaction
generator that asks for synchronization direction and basic operational choices, such as what
should happen when a new resource object is detected or deleted.

The generator creates editable default reactions in the synchronization table. The rows expose
situation, action, and lifecycle state so that the user can review the generated behavior before
saving it.

Generated reactions still require explicit save. After saving, synchronization can be marked as
configured and the wizard can recommend the next configuration area.

UX Challenges

¥ Synchronization has operational consequences, so users need to understand the effect of
generated reactions before saving them.

¥ The underlying configuration combines situations, actions, lifecycle states, and
synchronization direction, which can be difficult to configure from scratch.

¥ Users may not know which default reactions are appropriate for source or target resources.

¥ The generator is not Al-based, so the Ul needs to distinguish guided product logic from Al-
assisted suggestions.

¥ Generated reactions can look complete, but they still require user review and an explicit
confirmation.

UX Decisions

¥ Recommend synchronization only after correlation is configured because synchronization
behavior depends on object matching having been defined.

¥ Use a guided form to collect the minimum decisions needed for default reactions.

¥ Keep lifecycle state visible in each generated row so that users can see whether the reaction
affects production or not.

¥ Require user to explicitly save the configuration after generation to preserve user control.

¥ Treat synchronization as a step toward operational readiness rather than a hidden advanced
configuration area.

¥ Avoid Al styling for reaction generation when the mechanism is rule-based or methodology-
based rather than Al-generated.
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4.6.1.4 Mapping Suggestions

After the object type, correlation, and synchronization are configured, the object type wizard
recommends mappings. This step connects resource attributes with midPoint properties and
moves the resource configuration from structural setup toward data flow design.

The mapping screen supports manual configuration and generated suggestions. If a previously
suggested and accepted correlation rule requires a supporting mapping, the user may already
see one accepted mapping in the table. Otherwise, the user can start from an empty mapping
setup and generate suggestions based on the current object type context.

Suggestion generation for mappings follows the same controlled permission model as the other
Al-assisted steps. The user confirms which data can be used, such as schema or raw sample
data. During generation, a visible progress banner shows that mappings are being suggested
and gives the user a way to stop the process.

Generated mappings are added directly into the mapping table. The Ul distinguishes inbound
and outbound mappings, shows whether a suggestion comes from Al or from system logic, and
lets the user accept, discard, or inspect suggestions in context. If several suggestions target the
same midPoint property, they are grouped so that the user can select only one applicable option.

Before accepting a mapping, the user can use simulation and statistics to check whether the
suggested mapping makes sense. After a suggestion is accepted, it changes from a proposed item
into an accepted mapping row. The configuration still has to be saved explicitly. After saving, the
basic onboarding configuration can be considered ready for initial operation.

UX Challenges

¥ Mapping configuration is complex because users must understand source attributes, target
midPoint properties, expression logic, direction, and lifecycle state.

¥ Al-generated mappings can create many candidates at once, which can overwhelm users if
the suggestions are not grouped and visually differentiated.

¥ Multiple suggestions can compete for the same target property, so the Ul must prevent users
from accepting conflicting mappings accidentally.

¥ Suggestions from Al and suggestions from system logic need different visual treatment
because they have different sources and trust models.

¥ Users need evidence before accepting mappings, especially when the mapping affects
identity data, activation data, or lifecycle behavior.

¥ A mapping may look correct in the Ul but still behave incorrectly when applied to real
objects.

UX Decisions

¥ Keep mappings inside the active object type context so that the user understands which
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resource object population is being configured.

¥ Insert generated suggestions into the same table as existing mappings so that users review
them in the final configuration context.

¥ Use purple for Al-generated suggestions and blue for system-generated suggestions to
distinguish the sources of the recommendations.

¥ Group competing suggestions for the same target property and allow only one to be applied.
¥ Keep accept and discard actions on each suggestion so that review can happen item by item.

¥ Provide the simulation option and show statistics so that the user can validate mapping
behavior against data before accepting it.

¥ Require an explicit Save mappings action after acceptance so that accepted suggestions do
not become committed configuration without an action by user.

4.6.1.5 Outcome of the Onboarding Workflow

Overall, the delivered onboarding flow establishes a review-first configuration model. Al and
rule-based generation reduce the amount of manual setup, but generated output is shown as
editable suggestions that must be reviewed, accepted, and saved by the user. The flow also uses
recommendations, locked states, statistics, and simulation to make the next steps visible and to
keep configuration decisions grounded in resource data.

4.6.2 Connector Generator Interface

Connector generation in the midPoint Ul is an optional Al-assisted path for creating a connector.
It is not part of every resource onboarding flow but it becomes relevant when the connector

catalogue does not offer a suitable option for the application the user wishes to connect. Its
purpose is to provide Al-assisted connector building wizard which helps users decide but keeps
the control over the process in their hands.

The connector generation workflow can be started from Integrations # Connectors # Generate
Connector screen, from the All Connectors view, or from resource onboarding when a missing
connector is detected.

The workflow guides the user through connector creation as a sequence of controlled
checkpoints:
1. Identify the target application.
Review discovered documentation.
Define connector metadata.
Configure and test the connection.

Create object classes.

© o~ W DN

Validate schema and search behavior.
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7. Manage relationships.

8. Return to the connector summary serving as the main signpost point whence various parts
of the connector can be be accessed adjusted.

Al assists at each stage:

1. Discover documentation.

2. Suggest configuration values.
3. Generate scripts.

4. Recommend object classes.
5

. Identify endpoints.

Every Al output remains reviewable and editable until the user confirms it as part of the
connector.

This assisted connector-building process is especially beneficial for users whose specialty is not
connector development:

¥ Manual connector creation is too demanding : Creating a connector without assistance
requires technical knowledge, APl documentation analysis, scripting, validation, and
repeated testing. This makes connector creation difficult for users who are not connector
developers.

¥ Documentation discovery creates friction : Users have to find relevant APl documentation,
judge its quality, and decide whether it is sufficient for connector implementation. This is
time-consuming and error-prone, especially for older, custom, or poorly documented
applications.

UX Challenges

¥ Fixed wizard patterns do not fit Al-assisted generation . A traditional wizard can suggest
that the full path is known upfront. In connector generation, the next step may depend on Al
findings, missing documentation, validation results, or errors encountered during script
execution.

¥ Generated technical output can appear too authoritative . Al-generated values, scripts,
attributes, or object class structures may look correct even when they are incomplete or
wrong. Without review and editing options, users could accept unreliable output too easily.

¥ Validation before progression : Connector generation cannot rely only on plausible-looking
output. Connection settings, generated scripts, search behavior, returned data, and
capability operations need to be tested before the user continues to the next steps.

¥ The generator needs execution feedback before it can continue : The generator cannot
reliably decide the next step based solely on a filled form, generated script, or selected
endpoint. Important configuration parts have to be executed against the real resource so
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that the system can confirm that the current path works and use that result as input for later
steps. This is especially important for capabilities such as create, update, and delete, where
one validated operation can support another. For example, the generator can use a working
create capability to prepare a test object for the delete operation validation.

¥ Complex connector state is hard to track : A generated connector may contain
documentation sources, connection information, object classes, capabilities, relationships,
and uncategorized scripts. Without summary, users can get lost during long-running work.

¥ Completed branches need to stay accessible without clutter : Object class configuration
can contain several sub-steps, such as discovery, schema validation, endpoint selection, and
search validation. If every completed sub-step list remained expanded, the navigation would
become difficult to scan after finishing configuration of several object classes or
relationships.

Design Challenges

¥ Controlled Al assistance : Al has to help with documentation discovery, recommendations,
pre-filled values, script generation, validation, and repair without turning the workflow into
an uncontrolled prompt interface.

¥ Adaptive progress model : The Ul has to show progress without promising future steps that
might change. The user needs to understand the current step and completed history, while
the system remains free to branch, ask for more information, or enter a fix path.

¥ Balance between forms, recommendations, and technical scripts : Some users need
simple guided inputs while others need access to generated scripts and technical details. The
design therefore combines form-based decisions, selectable recommendations, tables, and
script views.

¥ Reviewable generated output : Every important Al result has to remain open to inspection,
editing, and reversion. This is necessary to protect the workflow against hallucinations,
incomplete scripts, or weak documentation.

¥ Readable object class configuration : Generated schema and attributes have to be
understandable for both technical and business users. A script view is necessary for
precision, while a table view is needed for easier scanning and editing the attributes.

¥ Flow continuity after branches . After completing a branch, such as object class creation,
the user needs a clear continuation point instead of being forced into a single linear path.

¥ Validation as part of the generation logic : Validation has to work as an input for the
generator, not only as reassurance for the user. Successful connection tests, search
execution, and capability checks create verified states on which the later steps can build.

¥ Progressive disclosure of complexity : The interface has to keep the main task focused
while providing access to help, warnings, error details, and advanced repair actions when
needed.

¥ Recovery without losing context : When generated output looks inaccurate or validation
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fails, the user needs a way to add better documentation and regenerate the affected script
while staying in the same workflow area.

UX Decisions

¥ Guided Al workflow instead of a general prompt : The prompt-like interaction was
replaced by structured steps. Al assistance is applied inside concrete tasks where it can pre-
fill, recommend, generate, validate, or correct specific connector parts.

¥ Application identification as the starting point : The generator starts with a focused form
where the user identifies the target application, integration type, and relevant context. This
gives the system enough information to search for documentation and prepare the initial
connector path.

¥ Al-assisted documentation discovery . After the application identification form is
completed, Al helps find relevant documentation. The user can review selected sources,
remove unsuitable ones, or add additional links or files before the generation continues.

midPoint
«&it  Connector generator @© Progresssaved
John Doe
7= Summary [
A Dashboard Provide connector documentation
. . Documentation helps the Al understand how your system communicates, which endpoints it exposes, and what data structures it uses. By analyzing this information, the Al
© Request access @ Basic settings N
can generate a more accurate and tailored connector for your integration.
Application identification
The Al has found the documentation sources listed below. Select those that should be used to generate the connector.
202 Teams Documentation
& MyRequests
My Approvals h + AddURL | Z. Upload file
3 Applications < ind managing identity data on the web and in cre @ -
Applicati <
€ Resources <
QO All connectors.
#. Connector generator
¥ Basic connector information separated from target discovery : Connector metadata, such

as group id, artifact id, display name, description, and version, are configured after

documentation review. This separates target application discovery from connector package
definition.

¥ Current step and history instead of a fixed future path : The progress area shows the
active step and completed history. Future steps are not promised upfront, because Al may
need more information, validation may fail, or an error may create a repair branch.
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= Summary = Summary = Summary

@ Basicsettings

Basic settings Basic settings
Application identification @] @
Completed |
Connection Connection
Documentation @' @
In progress
@ User Relationships
Schema validation @
Completed |
Object classes
Search endpoints @
Completed |
) @ User/Create
Missing attributes found Endpoint
Warning Completed |
Adding missing attributes Script validation
In progress Completed |
Fix: Create execution failed
In progress
¥ Connection configuration built from documentation and user input : The generator

identifies possible base URLs, supported authentication methods, and test endpoints from
the selected documentation where possible. The user can use suggestions or enter values
manually when documentation is missing, ambiguous, or incorrect.

¥ Authentication split into supported methods and testing method : The interface first lets
the user decide which authentication methods the connector should support. It then asks
which method should be used for the connection test and shows the corresponding
credential fields.

¥ Connection test as a required checkpoint : The connector must reach the target system and
receive a valid response before the generator can safely continue. This confirms that the
basic connection is usable and gives the generator a verified base for object classes, search
behavior, and other capabilities.

¥ Script and table representation for attributes : During object class definition, generated
attributes can be reviewed in a table-oriented representation and connected to the
underlying schema script. The table makes attributes easier to scan and edit, while the script
representation preserves technical control. Complex attributes remain a subject of prudent
UX design in the future.
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«sit Connector generator @vrogesssaed =

¥ Recommended object classes with fallback exploration : When adding an object class, the
generator recommends likely object classes based on documentation and discovery. If the
expected class is not shown, the user can open additional candidates through the More
classes option.

¥ Review and validation before continuation : Generated scripts and connector parts are not
accepted silently. The user can validate scripts, execute operations such as search, inspect
returned results, and either continue or return to correction.

¥ Add documentation and regenerate where validation exposes gaps : Validation screens
provide a way to add documentation when the generated result is inaccurate, incomplete, or
suspicious. The affected script can then be regenerated from improved input instead of
forcing the user to restart the generator.

¥ Summary accessible by the button above the progress sidebar and on generation
process completion : The connector summary shows readiness, basic information,
connection status, documentation coverage, object classes, and relationships. It also provides
follow-up actions, such as creating a resource, uploading the connector, adding an object
class, or adding a relationship.
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midPoint

John Doe
employee

A Dashboard

< Exit

Connector generator

¥= Summary

° B Uncategorized scripts <] Connector summary
Request access
 Connector Readiness

Basic settings

A Credentials
B Basicinformation
l‘l Teams Connection

& MyRequests

My Approvals Object classes Version

l

Integration type

Deployment type
Relationships ymenty
&3 Applications <

£ Object classes
&3 Applications < 5
£ Resources <

View all

¥ Connectors v

QO Allconnectors.

¥ Connector generator

¥ Collapsed process stages after completion

Essential requirements for a functional connector

+ 2 -

SCIM-Custom-Connector

4. Al-Assisted Solution Components

© Progresssaved

© Create resource

1step to Read-only
—

>

© Connection + 2 - B Documentation + 2 -

© Connected w Good coverage

Base URL https://api.example.com/

Test endpoint [scim/v2/Users Files Links
Auth method OAuth 2.0 1 1

&h Relationships + 2 - ® Uncategorized scripts + &2

4 3

View all View all

: After a connector generation stage is

completed, the expanded branch is collapsed to show only its parent stage section. The user
can reopen a configured stage to view and adjust the configuration, inspect object classes,
see configured capabilities, or add more object classes later.

midPgoint

John Doe
Employee

A Dashboard

€ Exit

Connector generator

7= Summary
Configured object classes

B Uncategorized scripts o
© Request access
Basic settings
A Credentials Q

202 Teams

Connection
& MyRequests
- Object classes
8, wyhpprovals Schema || Search || Update || Create
Relationships
&3 Applications v User
User accounts and profiles
Configured capablites (5
G Applications < Schema | | search | | Update | | Create
£ Resources <

1to4outof6
¥ Connectors <

QO Allconnectors < Back

¥ Connector generator

Delete

Delete

¥ Relationships managed as a separate connector area
from object classes because they describe how configured objects relate to each other. The
relationship view uses compact cards to show subject, relation attribute, and object so that
links can be reviewed without reading raw scripts first.
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¥ Uncategorized scripts surfaced in navigation : Scripts that cannot yet be clearly assigned
to a specific connector area are exposed through the Uncategorized scripts entry with a
count indicator. This prevents generated or imported technical output from being hidden.

¥ Fallback for repeated Al repair loops . If the workflow appears to be stuck in repeated
failed repair attempts, the Ul can ask whether the process is going in circles and offer
recovery options, such as adding documentation, reporting the issue, or returning later after
review.

Results and Delivered Outputs

The resulting interface combines a left-side progress area, a task-specific central workspace, and
a connector summary used as the main checkpoint. Completed sections stay visible, active work
is shown in context, and finished object class branches collapse back into a manageable Object
classes area. A minimally usable connector can be produced by providing basic information,
documentation review, connection configuration, connection testing, and at least one object
class with validated search behavior. Additional object classes, relationships, and capabilities
can then be configured from the summary as follow-up actions instead of being forced into the
initial path.

The Web Ul connector generator introduces an Al-assisted workflow in which a generated
connector is assembled progressively rather than produced as a single opaque artifact. Users
can start generation from clear product entry points, review Al-discovered documentation,
adjust recommended options, edit generated content, validate scripts, inspect returned results,
and continue only after the relevant outputs have been checked.

The design supports user control, reviewability, validation, and recovery throughout the
connector generation process. It reduces manual connector creation effort while keeping Al
output visible, editable, and testable before it becomes part of the final generated connector.

4.6.3 MidPoint Studio Plugin

MidPoint Studio plays the role of an expert-oriented companion to the web-based workflows.
While the web user interface targets guided onboarding and review-based configuration,
midPoint Studio addresses more advanced use cases in which users need structured editing,
deeper control over configuration artifacts, and stronger support for validation and refinement.

In its broader role, midPoint Studio provides a stable environment for working with midPoint
configurations in a structured way. This includes project-oriented editing, work with midPoint
objects, validation support, browsing and uploading objects, diff-oriented workflows, and other
developer-focused capabilities that make it suitable for expert configuration work. Because of
this, Studio is a natural place for extending the user-facing solution with Al-assisted workflows
aimed at more advanced users.

This direction is visible in a dedicated smart-suggestion implementation. The plugin contains
specific actions for object type suggestions, correlation rule suggestions, mapping suggestions,
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and association suggestions, together with shared infrastructure for launching these workflows
through dialogs, wizards, and a dedicated smart-suggestion tool window. This shows that
midPoint Studio is not treated merely as a passive XML editor, but as an active host
environment for assisted configuration workflows.

An important aspect of the Studio-side design is that the suggestion workflows are review-
oriented. The suggestions are presented in a structured form, such as tables and dialog-driven
flows, rather than being injected automatically into the configuration. This mirrors the same
design principle as in the web Ul: Al assistance accelerates configuration work, but the user still
reviews the result and remains in control of the final configuration state.

The implemented Studio actions are integrated into the midPoint action menu under the
dedicated Suggestion group. There are also keyboard shortcuts mapped to resource object type,
mapping, correlation rule, and association suggestions. When a suggestion is triggered from a
local resource file, Studio offers to upload the resource with full processing so that the
suggestion is based on the current resource definition. The user then selects the resource and
either an object class or an existing object type, depending on the suggestion mode. For mapping
suggestions, the wizard also exposes the inbound/outbound direction choice.

The generated suggestions are displayed as filterable tables with action controls. The action
controls support inspecting the raw XML of a suggestion and applying it to the local resource
configuration through a diff preview. Accepting the preview writes the suggested change back to
the local resource file. This gives Studio users a review-and-apply workflow for suggestions
rather than an automatic remote configuration update.

From the perspective of the delivered solution direction, it is reasonable to describe midPoint
Studio as providing Al-assisted expert workflows for object type, correlation, mapping, and
association suggestions. At the same time, these capabilities should still be understood in the
broader context of Studio as a structured expert tool, where Al assistance complements existing
validation and editing functionality rather than replacing it.

The midpilot branch also contains a registered Connector Generator action in the Studio toolbar
and action menu. The active wizard path contains steps for initial entry, application
identification, documentation discovery, and connector identification. It creates a necessary
connector development object in midPoint, starts the documentation discovery operation, polls

its status, and displays discovered documentation sources. The Studio client layer also contains
support for connector development operations, such as creating or updating the connector
development object, submitting create-connector and discovery operations, and reading their
status and results.

4.6.4 Association Suggestions Interface

The following material about association suggestions is included because associations are a
natural extension of the same reviewable suggestion pattern used for mappings and correlation.
It should be interpreted primarily as UX and interaction design work for adjacent midPoint
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configuration, not as a separately evaluated end-to-end pipeline in this report.

The association suggestions interface covers the configuration of relationships between subjects
and objects in midPoint and the introduction of Al-generated suggestions for subject-object
connections.

Problems Identified in the Existing Interface

¥ Deeply nested wizard flows  : Adding a new association type required navigating two nested
wizards to define the subject, object, and their relationship, making the process difficult to
follow and inconsistent with the rest of the configuration interface.

¥ No Al assistance for association setup : Association configuration had no suggestion layer,
leaving users to define subject-object relationships manually without guidance from the
system.

Design Challenges

¥ Consistency with existing suggestion patterns : The association suggestion flow has to
follow the same interaction model as mapping suggestions without introducing new mental
models or interaction patterns for users already familiar with the mapping interface.

¥ Option to review before apply : As with mappings, accepted suggestions need to transition
cleanly into the standard configuration state, making a suggested association
indistinguishable from a manually created one once applied.

Key Design Decisions

¥ Simplified wizard structure : The nested wizard flows are replaced by a more navigable
step-based structure consistent with the mapping and synchronization interfaces, reducing
navigation depth without changing the underlying configuration model.

¥ Suggestions surfaced at the top of the table . Al suggestions appear above existing
associations, visually separated by a purple left border and the Suggestion badge. Each row
shows the proposed subject and object object classes with a directional connector, including
Accept and Discard actions inline.

¥ Table and tile view : Users can switch between the table and tile views where suggestions
are presented as collapsible cards with the same reviewable detail layer. Bulk Accept all and
Discard all actions are available in the toolbar.

¥ Clean transition on accept  : Once accepted, a suggestion transitions into a standard
association row identical in appearance to any manually created association, with no visual
residue of its Al origin.

4.6.5 Data Mapping Interface

The project includes an in-depth UX analysis and redesign of the data mapping interface in
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midPointNfrom initial analysis of the existing interface through iterative screen proposals to
final designs prepared for developer handoff. The redesign focuses on three interconnected
areas: data mappings, their hierarchical structure, and mapping simulations.

Problems Identified in the Existing Interface

¥ Hidden data logic : Complex mappings and Groovy scripts were buried deep within wizard
form fields, making the underlying data logic invisible to users and excluding them from
understanding or managing the internal structure of the system.

¥ Fragmented visual hierarchy : The product had grown without a unified design system,
resulting in inconsistent layouts and a confusing button hierarchy. Primary styling was
applied to actions in every table row, creating visual competition and increasing cognitive
load.

¥ Poor handling of error and empty states : The interface lacked designs for empty states
and edge cases, leaving users with blank screens and no guidance. There were also no clear
indicators distinguishing active buttons from disabled ones based on configuration state.

Design Challenges

¥ Native Al assistance : The Al suggestion layer has to generate mapping proposals
automatically without making the interface feel overloaded or autonomous.

¥ New structural model  : The design has to support complex mapping hierarchies (mapping
# sub-mapping # sub-sub-mapping) without losing context.

¥ Design system : No component library existed for mapping-specific patternsNone had to be
built from scratch.

¥ Accessibility for non-technical users : An interface originally built for IT administrators
comfortable with XML has to be made navigable for less technical audiences.

Design Decisions

¥ Rows, not tiles : The mid-fidelity wireframes used a tile-based layout that did not scale for
deep hierarchies. A row format with indented sub-rows, colored left borders, and vertical
guide lines enables display of up to seven levels of nesting without losing context or forcing
users to navigate away from the current screen to access deeper levels of the hierarchy.
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¥ Fixed three-column canvas for complex structures . For mappings with the expression set

to Complex Structure , a dedicated canvas uses a fixed three-column layout N source
attributes on the left, mapping nodes and expressions in the centre, target attributes on the

right. The connecting lines update live.

midPoint
Mappings | Address-to-UserAddressFormattad | Structure
a padeibes ¢ sk Define complex structure
A Deshboard Structure name @ Description @

Address Structure

B savestructure

ing add

© Requestaccess

Define complex structure

A Credentials
[ “m
282 Teams Source type O
AddressType

& My Requests J
My Approvals )

Addresshame EN

[ P — + Add mapping
& Users < o

Address. Home. City S
® Roles <

=

|

+ Add mapping

Address. Home, PastalCade 42

QO Allvesources

+ Add mapping

Q) Templates
© cresteresource [ Address. Home . Name 3

+ Add mapping
A vizard

Address. Home . Number wn
+ Add mapping
Address.Birthplace.City wn
+ hdd mapping

detals such astype, street, city, postal cade, and country. Used for mapping bath home and work addresses.

Delinearization

Overrides
!+ Add object Expand all ] f N
bt (e AT S—
HomeAddressType
() Select naMEXOOOOOBOCOCEOK (in] L J
() Select NAMEXXXXKXXNXXXXKXKANNXK o -
Home . City

(@ seteca ‘D H o

Mapping name

Home.PostalCode . Formatted

Mapped

Expression Asis -

Home . Address. Nane. Formatted

Strenght at Hormal

Lifecycle state © Active -

+ Choose as a target

office.City
+ Choose a5 a target

Home. Address.Number., Formatted

+ Choose as a target

|

¥ Side drawer with full ancestor breadcrumbs
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Deeper structures are accessible via the side drawer showing the complete ancestor
breadcrumb path, keeping the main view readable.
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¥ Al suggestions button bar replaces the banner : The Al banner during the milestone 1
phase occupied space even when Al was not in use. To improve the user experience in the
delivered product, all Al entry points have been consolidated into the toolbar under the
"Generate" button next to the "Create New" button. The suggestions toggle remains inline.
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¥ Al suggestions as a reviewable layer : A preview mode displays the full Groovy script of a

suggestion before it is applied. Suggestions appear as purple-bordered rows at the top of the
tableNeach can be individually accepted or discarded.
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